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Sequence to Sequence with RNNs

* The seq2seq model was born in the field of language modeling
(Sutskever, et al. 2014).

* [t aims to transform an input sequence (source) to a new one (target)
— Both sequences can be of arbitrary lengths

* Many NLP tasks can be phrased as sequence-to-sequence:
— Summarization (long text - short text)
— Dialogue (previous utterances - next utterance)
— Parsing (input text - output parse as sequence)
— Code generation (natural language - Python code)


https://arxiv.org/abs/1409.3215

Sequence to Sequence with RNNs

* The seg2seq model normally has an encoder-decoder architecture,
composed of:
* An encoder processes the input sequence and compresses the information

into a context vector (also known as sentence embedding or “thought”
vector) of a fixed length

e A decoder is initialized with the context vector

* The early work only used the last state of the encoder network as the decoder initial
state

* Both the encoder and decoder are recurrent neural networks, i.e. LSTM or
GRU units



Seqg-2-Seg model: Machine Translation example

Output sequence

he hit me with a pie <END>
Decoder RNN
O
i \ ®
> _
o o o) o o) o) o o) : (o o ol: (o S
— O @) || |©® | O Q| - [0 :,|]O| :,|0 0|l :|0 D
3 o ‘o o[ |e® e[ =1e[ |0 O o[ ~|lo[ 1o -
o o) @) @) ) @) o) O O O @) @) X
O 7 ¥ <
Ll
il a m’  entarté <START> he hit with a  pie
Input sequence
Encoder RNN produces an of the Decoder RNN is a Language Model that generates target
source sentence. sentence, conditioned on

Note: This diagram shows test time behaviour: decoder output
isfedin----- > as next step’s input



Seqg-2-Seg model as Conditional Language Model

* The sequence-to-sequence model is an example of a Conditional
Language Model

— Language Model because the decoder is predicting the next word of the
target sentence y

— Conditional because its predictions are also conditioned on the source
sentence x

pylx) = p o2y, x) .07 lye, Voo oo Vr—1, X)



Seqg-2-Seg model: Machine Translation example

* The sequence-to-sequence model is an example of a Conditional
Language Model (conditioned on the source sentence x)
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Sequence to Sequence with RNNs

Input: Sequence x4, ... X1
Output: Sequence y4, ... yr

Encoder: h; = f,,(x, h,,)

we are eating bread

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014



Sequence to Sequence with RNNs

Input: Sequence x4, ... X1

Output: Sequence y4, ... yr

From final hidden state predict:

Encoder: h,=f,,(x, h, ) Initial decoder state s,
Context vector c (often c=h;)

h, —»| h, = h, —P h, P s,
X4 X, Xs X4 —P| C
we are eating bread

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014



Sequence to Sequence with RNNs

Input: Sequence x4, ... X1

Output: Sequence yy, ... Y Decoder: s; = gy (¥t-1, St-1,€)

From final hidden state predict:

Encoder: h,=f,,(x, h, ) Initial decoder state s,
Context vector c (often c=h;) T

Y1

hy —»| h, = h, =P n, P s, P s,

I N I il

we are eating bread [START]

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014



Sequence to Sequence with RNNs

Input: Sequence x4, ... XT

Output: Sequence Yy, ... Y7 Decoder: s; = gy (¥t-1, St-1,€)

estamos comiendo

From final hidden state predict:

Encoder: h,=f,,(x, h,,) nitial decoder state s g v
Context vector c (often c=h;) t T
hy =9 h, —®| h; —P» h, P s »| s, P s,

[ O —

we are eating bread [START] estamos

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014 10



Sequence to Sequence with RNNs

Input: Sequence x4, ... X1

Output: Sequence yy, ... Y Decoder: s; = gy (¥t-1, St-1,€)

estamos comiendo pan [STOP]

From final hidden state predict:

g Y1 Y2 Y3 Ya

Encoder: h, = f,(x, h,.,) Initial decoder state s
Context vector c (often c=h;) T T T T
hy = h, =P h, —P»| h, P s P s, —Pp 5, m—¥Pp 5, =—P s,
I R M
X4 Xy X3 X4 c Yo Y1 Y2 Y3
we are eating bread [START] estamos comiendo pan

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014
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Sequence to Sequence with RNNs

Input: Sequence x4, ... X1

Output: Sequence yy, ... Y Decoder: s; = gy (¥t-1, St-1,€)

estamos comiendo pan [STOP]

From final hidden state predict:

s v, v o e
Encoder: h,=f,(x, h, ) Initial decoder state s,

Context vector c (often c=h;) T T T T

h, =—#»| h, —P»| h; —P»| h, P S P s, —Pp 5, —| s, — s,

| M TV VS

X4 Xy X3 Xy » C Yo Y1 Y2 Y3

we are eating bread Problem: InpUt sequence [START] estamos comiendo pan

bottlenecked through
fixed-sized vector.

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014 12



Sequence to Sequence with RNNs

Input: Sequence x4, ... X1

Output: Sequence yy, ... Y Decoder: s; = gy (¥t-1, St-1,€)

estamos comiendo pan [STOP]

From final hidden state predict:

Encoder: h,=f,(x, h,,) Initial decoder state s, ” " " 8
Context vector c (often c=h;) T T T T
hy F=—»| h, =P h; =—P»| h, P s, P s, — s, — 5, —P s,
X4 X X3 X4 p C Yo Y1 Y2 Y3
we are eating bread Problem: InpUt sequence [START] estamos comiendo pan
bottlenecked through _

fixed-sized vector Idea: use new context vector

Ixe - at each step of decoder!

Sutskever et al, “Sequence to sequence learning with neural networks”, NeurlPS 2014 13



Sequence to Sequence with RNNs and Attention

Use a different context vector in each timestep of decoder

- Input sequence not bottlenecked through single vector
- At each timestep of decoder, context vector “looks at”

different parts of the input sequence estamos  comiendo pan [STOP]
Y1 Y2 Y3 Ya
—t—t—t— ot
I"'1 _> h2 _> h3 _’ h4 > So l S4 > Sy _’ S3 ‘_’ S4
X4 Xz X3 X4 Cq Yo () Y1 C3 Y2 Cy Y3
we are eating bread ‘ ‘ ‘ A
[START] estamos comiendo pan

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 1



Attention as a soft, averaging lookup table

In a lookup table, we have a table of keys In attention, the query matches all keys softly,
that map to values. The guery matches to a weight between 0 and 1. The keys’ values
one of the keys, returning its value. are multiplied by the weights and summed.
keys values keys values Weighted
Sum
a vl k1l vl
b v2 k2 V2
query query output
d C v3 k3 v3 —_
x output . Z
d vdi —> v4 k4 v4
c v5 k5 v5

15



Sequence to Sequence with RNNs and Attention

Input: Sequence x4, ... X1

Output: Sequence y4, ... yr

- h = From final hidden state:
Encoder: he=ful(* 1) higial decoder state So

h; —l h, — hs —l h, > So
X4 Xo X3 X4
we are eating bread

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 16



Sequence to Sequence with RNNs and Attention

Compute (scalar) alignment scores :
eri = fate(St—1, i) (fate is an MLP)

From final hidden state:
« | Initial decoder state s,

MW M M

h1 _> h2 _> h3 _> h4 ’ Sp
X1 X2 X3 X4
we are eating bread

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 L



Sequence to Sequence with RNNs and Attention

Compute (scalar) alignment scores :
eri = fate(St—1, i) (fate is an MLP)

Normalize alignment scores

- - - - to get attention weights
i \ A A A _ o
softmax O0<a;,; <1 Z-at’l =1
From final hidden state: l
e, e, e ©1 Initial decoder state s,
4 M o .
hy —»| h, —P| h; —P» h, P s
we are eating bread

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 18



Sequence to Sequence with RNNs and Attention

Compute (scalar) alignment scores :
eri = fate(St—1, i) (fate is an MLP)

Normalize alignment scores
* * * * to get attention weights
—3‘11 a: /a: ax_ estamos 0< ap; < 1 Z_at,i =1
soffmax i
’—A—‘ ’—A—‘ ’—L From final hidden state: Vi Compute context vector as
\ °« | Initial decoder state s linear combination of
M \ A 44 \ A T hidden states

SRR e v — S 0= a
bttt H

X4 Xz X3 Xy —P c, Yo

we are eating bread [START]

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 19



Sequence to Sequence with RNNs and Attention

Compute (scalar) alignment scores :
eri = fate(St—1, i) (fate is an MLP)

Normalize alignment scores
k k h( k to get attention weights
_a‘” a: a;’ ax_ estamos 0< ae; < 1 Z-at’i =1
soffmax t
’—A—‘ ’—A—‘ From final hidden state: Y Compute context vector as
€11 \ €12 €13 \ €14 Initial decoder state SO ||near Comblnatlon Of
M\ M) MM . ; T hidden states
h; —L h, —l h; _L hy P s + S1 Ct = Z at,lh’l
Intuition: Context l _
vector attends to the Use context vector in decoder:
" %, %, X, relevant part of the input Lg| ¢, || y, St = 9u(Ve—1,St—1,Ct)
sequence
we are eating bread €Stamos” = “we are” [START]
so maybe a,,=a,,=0.45,
a,;=a,,=0.05

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 20



Sequence to Sequence with RNNs and Attention

Compute (scalar) alignment scores :
eri = fate(St—1, i) (fate is an MLP)

Normalize alignment scores
k k h( k to get attention weights
_a‘” a: a: ax_ estamos 0< Ag i <1 Z-at’i =1
soffmax L
’—A—‘ ’—A—‘ From final hidden state: Vi Compute context vector as
€11 \ €12 €13 \ €14 Initial decoder state SO ||near Comblnatlon Of
M\ M) MM . ; T hidden states
h; —L h, —l h; _L hy P s + S1 Ct = Z at,lh’l
Intuition: Context l _
vector attends to the Use context vector in decoder:
" - %, X, relevant part of the input Lg| ¢, || y, St = gU(yt_l, St—1, Ct)
sequence
we are eaing  bread €Stamos” = ‘we are” [START] This is all differentiable! No

so maybe a,,=a,,=0.45,

supervision on attention
a,;=a,,=0.05

weights — backprop through
everything

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 21



Sequence to Sequence with RNNs and Attention

Repeat: Use s; to compute
new context vector c,

X 7K 7K 7K

—a‘21 ai2 a‘zs fx_ estamos
softmax

| [ | B0 B ;

€1 \ € \ €2 \ 24

(0]
+ e
>

| N W A e E—
'm—&hz—&'m—&m > s

—>
X #
X —
£ _>
-—
w
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we are eating bread [START]

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 22



Sequence to Sequence with RNNs and Attention

Ay ay ay3 Ay
A A A A
sofmax

+ [

estamos

Y1

comiendo

A

we are eating bread

So

!

Cq Yo

i1 [t

Y1

[START]

estamos

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015

Repeat: Use s; to compute
new context vector c,

Use ¢, to compute s,, v,

23



Sequence to Sequence with RNNs and Attention

X 7P¢ P 7 K
_8‘21 i 3‘23 ?_ estamos comiendo
soffmax
A A Y Y2
C €, €5 €5 Y "
ACTAGIAT + 1
 h, h, ' h, h > s, $

R S Y I

. %" % ., | attends to the relevant o |1 v .
part of the input sequence
we are eating bread  “romiendo”’ = ”eating” SO [START] estamos

maybe a,; = a,, = 0.05,
a,, = 01, Ay3 = 0.8

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015

Repeat: Use s; to compute
new context vector c,

Use ¢, to compute s,, v,

24



Sequence to Sequence with RNNs and Attention

Use a different context vector in each timestep of decoder

- Input sequence not bottlenecked through single vector
- At each timestep of decoder, context vector “looks at”
different parts of the input sequence

X 7K 7K 7

i %22 % %2t estamos  comiendo

_A A A A

sofmax

‘ A ‘ Y1 Y2
e21 e22 e23 e24 '
e ——

" h1 A h2 _&' h3 A h4 SO S1 q 32
[ O It vt
X4 Xy X3 X4 C4 Yo C2 Y1
we are eating bread [START] estamos

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015

25



Sequence to Sequence with RNNs and Attention

Example: English to French

; Visualize attention weights a; ;
translation

The
agreement
on

the
European
Economic
Area
was
signed

in
August
1992
<end>

Input: “The agreement on the ]
European Economic Area was accord

signed in August 1992.” one
curopéenne
Output: “L'accord sur la zone siané

en

économique européen a été ol
signé en aodt 1992.”

<end>

26

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015



Sequence to Sequence with RNNs and Attention

Example: English to French

: Visualize attention weights a; ;
translation

e
agreement

European
Economic

on
the

Input: “The agreement on the  piagonal attention means
European Economic Area was words correspond in order
sighed in August 1992.”

zone
économique
européenne

a
été

Output: “L'accord sur la zone
économique européen a éte Diagonal attention means

signé en aoﬁt 1992.” words correspond in order

signé

27

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015



Sequence to Sequence with RNNs and Attention

Example: English to French
translation

Input: “The agreement on the
European Economic Area was
sighed in August 1992.”

Output: “L'accord sur la zone
économique européen a éte
signé en aout 1992.”

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015

Visualize attention weights a; ;

e
agreement

on
the
European
Economic
Area

Diagonal attention means
words correspond in order

LI
accord
sur

la

Attention figures out o zone
different word orders Sconormique

européenne

Diagonal attention means
words correspond in order

28



Sequence to Sequence with RNNs and Attention

The decoder doesn’t use the fact that h, form an ordered sequence — it just treats them
as an unordered set {h;}

Can use similar architecture given any set of input hidden vectors {h}!

estamos comiendo pan [STOP]

Y1 A Y3 Ya

————— f {t b1
tor ot ot HEIE It I

Cq Yo Cy Y1 C3 Y2 Cy Y3
. A A A A
we are eating bread
[START] estamos comiendo pan

Bahdanau et al, “Neural machine translation by jointly learning to align and translate”, ICLR 2015 29



Attention Is great

Attention significantly improves NMT performance
* |t's very useful to allow decoder to focus on certain parts of the source
Attention provides a more “human-like” model of the MT process
* You can look back at the source sentence while translating, rather than needing to remember it all

Attention solves the bottleneck problem
— Attention allows decoder to look directly at source; bypass bottleneck

Attention helps with the vanishing gradient problem
— Provides shortcut to faraway states

Attention provides some interpretability
— By inspecting attention distribution, we see what the decoder was focusing on
— We get (soft) alignment for free!
— This is cool because we never explicitly trained an alignment system
— The network just learned alignment by itself

30



Attention: Summary

* We have some values hq, ..., hr € R and a query s € R%z:

e Attention always involves:
1. Computing the alignment scores e € R
2. Taking softmax to get attention distribution & = softmax(e) € IRT
3. Using attention distribution to take weighted sum of values: ¢ = Y.f_; a; h;
thus obtaining the attention output a (sometimes called the context vector)

31



Attention variants

* There are several ways you can compute e € R from hy, ..., hy
€ R% and s € R% :
— Basic dot-product attention: e; = s’ h,
* Note: this assumes d; = d,. This is the version we saw earlier.
— Multiplicative attention: e, = s W h; [Luong, Pham, and Manning 2015]
e Where W € R%%%z js 3 weight matrix. Perhaps better called “bilinear attention”
— Reduced-rank multiplicative attention: e, = s (UTV)h, = (Us)T (Vh,)
* o For low rank matrices U € R¥*%2 V € R*¥*%1 k « dy, d,
— Additive attention: e, = v’ tanh(Wyh; + W,s) [Bahdanau, Cho, and Bengio 2014]
« Where W; € R%*% W, € R%%42 gre weight matrices and v € R%: is a weight vector.

» d3 (the attention dimensionality) is a hyperparameter
« “Additive” is a weird/bad name. It’s really using a feed-forward neural net layer

More information: “Deep Learning for NLP Best Practices”, Ruder, 2017
“Massive Exploration of Neural Machine Translation Architectures”, Britz et al, 2017 32



Attention is a general Deep Learning technique

* Attention: Given a set of vector values and a vector query, attention is a
technique to compute a weighted sum of the vector values, dependent on the
query.

— We sometimes say that the query attends to the values.

— For example, in the seq2seq + attention model, each decoder hidden state (query) attends to
all the encoder hidden states (values)

* Intuition:

— The weighted sum is a selective summary of the information contained in the values, where
the query determines which values to focus on.

— Attention is a way to obtain a fixed-size representation of an arbitrary set of representations
(the values), dependent on some other representation (the query).

e Upshot:

— Attention has become the powerful, flexible, general way pointer and memory manipulation
in all deep learning models. A new idea from after 2010! From NMT!

33



Image Captioning using spatial features

Input: Image |

Output: Sequencey = y;,Y2, ... YT

Zy 4

CNN “0m| Z0 | Z

V4

0,2

2.1 2,2

Extract spatial Features:
features from a HxWxD
pretrained CNN

34
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning using spatial features

Input: Image |
Output: Sequencey = y;,Y2, ... YT

Encoder: hy = f,,(2)
where z is spatial CNN features

fw(.) isan MLP

00| 01| %02

CNN | |%i0] %1 %2 MLP

V4 Z

2.1 2,2

Extract spatial Features:
features from a HxWxD
pretrained CNN

35
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning using spatial features

Input: Image |
Output: Sequencey = y;,Y2, ... YT

Encoder: hy = f,,(2)
where z is spatial CNN features

fw(.) isan MLP person
Y1
%00/ %01 | %02 > b, "
CNN Z10| %11 | %1,2 MLP

V4 Z V4

! d

2,0 721

Extract spatial Features: . y
features from a HxWxD 0
pretrained CNN

[START]

Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015

Decoder: y; = g, (¥t-1, he-1, )
Where context vector c is often ¢ = h,

36



Image Captioning using spatial features

Input: Image |
Decoder: y; = g,,(¥t-1, he—1,C)
Output: Sequencey = y;,Y2, ... YT Where context vector c is often ¢ = h,

Encoder: hy = f,,(2)
where z is spatial CNN features

fw() iS an MI_P person wearing
Y1 Y2
Zonl 20, Z
00y 0.1 02 > h, —»| h, > h,
CNN Z10| %11 | %1,2 MLP

V4 Z

! T

2,0

Extract spatial Features: . , ,
features from a HxWxD 0 1
pretrained CNN

[START] person
37
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning using spatial features

Input: Image |
Decoder: y; = g,,(¥t-1, he—1,C)
Output: Sequencey = y;,Y2, ... YT Where context vector c is often ¢ = h,

Encoder: hy = f,,(2)
where z is spatial CNN features

fw( ) iS dan M LP person wearing hat
Y1 Yo Ys
Z Z yA
00| “01| “02 » hy ———»| h, > h, > h,
CNN |Zolzi 24 MLP " " :
Zy0| %21 | %22 ll T
Extract spatial Features: . y , ,
features from a HxWxD 0 1 2
pretrained CNN
[START] person wearing

38
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning using spatial features

Input: Image |
Decoder: y; = g, (V¢-1, he—1,C)

Output: Sequencey = y;,Y2, ... YT Where context vector c is often ¢ = h,

Encoder: hy = f,,(2)
where z is spatial CNN features

fw() isan MLP person wearing hat [END]
Y1 Yo Y3 '
Zo0| %01 | %02
> h, —»| h, > h, —»| h, —»| h,
CNN Zio| 241 242 MLP
A A A
Zy0| Z21| 422 ll 4 3 } *T
Extract spatial Features:
features from a HxW xD c Yo Y Y, Y3
pretrained CNN
[START] person wearing hat

39
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning using spatial features

Problem: Input is “bottlenecked” through ¢
— Model needs to encode everything it
wants to say within c

This is a problem if we want to generate really long
descriptions? 100s of words long

person wearing hat [END]
Y1 Yo Y3 '
Zo0| %01 | %02
>h0 4>h1 >h2_>h3_>h4
CNN Zio| 241 242 MLP
A AA Al
Zy0| Z21| 422 ll
Extract spatial Features: .
features from a HxWxD Yo Yi Y, Y3
pretrained CNN
[START] person wearing hat

40
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning with RNNs and Attention

Attention idea: New context vector at every time step.

Each context vector will attend to different image regions

Attention Saccades in humans

V4 V4

N

0,0| 0,1 0,2

> h,
CNN Zio 211 | 412
Zy0| Z21| 422
Extract spatial Features:
features from a HxWxD
pretrained CNN

41
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning with RNNs and Attention

Alignment scores:
Compute alignments HxW

scores (scalars):
€ij Jan ht—l’zi,j)
e

f()is anMLP 1o
e

€1,00[€101 | €102

e1,‘1,1 e1,1,2

e

120121 [ €155

|~

Zy 4

z

0,0 0,2

CNN Zi0/ %11 %12

z

z

2,0 721 2,2

Extract spatial Features:
features from a HxWxD
pretrained CNN

42
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning with RNNs and Attention

Alignment scores: | Attention: _
Compute alignments Hx W HxW Norm_allze tq get.
scores (scalars): attention weights:
€100/ €101 €102 Q100 Q101|840 _
et,i,j = fatt(ht—l’zi,j) s i at,:,: Softmax(et,:,:)
f(.)is anMLP C110| G111 | G112 Bagol B [Braz| 0 < g G
a W
€120(€12.1 | €122 800 815, )5, attention values sum to 1
Zo0| %01 | %0.2 ol b
0
CNN Zio| 211 | %12
Zr0| 221 | %22
Extract spatial Features:
features from a HxWxD

pretrained CNN

Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015
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Image Captioning with RNNs and Attention

Alignment scores:  Attention: .
Compute alignments Hx W HxW Normalize to get Compute context vector:
scores (Sca|ars): attention Welghts:

€100[€101 | €102 a a a _ ]
et, i,j = fatt ( ht—l’zi,j) 109) 10T |02 at,:,: softmax ( et,:, :) ¢ % at, ij <y, ij

e e
fa(t-) is anMLP 11,0/ 111 | €44 0= |8y 10/ A4 44 a,,, 0< at,_i,j <1,
attention values sum to 1

€120[€121 | €129 Q501241 |35,

Zo0| 201 | o2
> h,

CNN Ziol Z11| 442

Zy0| Z21| 22
Extract spatial Features: )
features from a HxWxD 1
pretrained CNN v ?

X

44
Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015



Image Captioning with RNNs and Attention

Decoder: y; = gy, (Ve-1, he—1,Ct)

Each timestep of decoder uses a )
New Context vector at every time step

different context vector that looks
at different parts of the input image

€ti,j = fatt(he—1, Zi,j)

at,:,: = Softmax(et,:,:)

Ct = Z Qti,jZt,i,j
l,]

person

Y1

V4 V4

0,0

0,1 0,2

CNN Zi0| %11 | %12
Z30| 221 | %22 T T
Extract spatial Features: o |y
features from a HxWxD 1 || Yo
pretrained CNN f
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Image Captioning with RNNs and Attention

Decoder: y; = gy, (V¢—1, Ne—1,Ct)
New Context vector at every time step

etij = fate(he-1, 2 5) Alignment scores:  Attention:

HxW HxW
ag.. = softmax(e;..)
100/ €101 | G102 Q100[ 8101|3102
¢t =/ Qi jZeij > 1o o
L] 1,1,0) S110 | S112=9 @4 10| @4 448445 person

e1,2,0 e1,2,1 e1,2,2 31’2’0 a1’2,1 a1‘2,2

r Y1
Zo0 201 Zo2 h,

CNN Zio 411 442

'

Zy0 44 £
Extract spatial Features: . ]
features from a HxWxD 1 || Yo 2
pretrained CNN X [START] f
U/
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Image Captioning with RNNs and Attention

Decoder: y; = gy, (Ve-1, he—1,Ct)

Each timestep of decoder uses a .
New Context vector at every time step

different context vector that looks
at different parts of the input image
€ti,j = fatt(ht—lrzi,j)

at,:,: = Softmax(et,:,:)

Ct = Z Qti,jZt,i,j
l,]

person wearing

Y4 Yo

Pt

h1_’h2

Z V4

0,0

0,1 0,2

CNN Zi0| 211 %12
Zy0 Zo1 | Lo T T T 4
Extract spatial Features:
features from a HxWxD C1 || Yo Co || Y1
pretrained CNN [START] berson
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Image Captioning with RNNs and Attention

This entire process is differentiable.

— Model chooses its own

attention weights. No attention
supervision is required

Alignment scores:  Attention:

HxW HxW
100 €10.1| G102 Q100 8101|810,
e e e .
1,10 1,11 ©1,12—P» 31’1,0 a1’1’1 am’2 person wearing hat
e1,2,0 e1,2,1 e1,2,2 31’2’0 a1‘2,1 a1’2,2
T A Y1 Y2 Y3
| I |—T
Zoo| 20,1 | %02
hy ——| h, —— h,
CNN | |Z0 Zi1 22

A
Zr0| 22,1 | %22 T T T T T
Extract spatial Features: .
features from a HxWxD 1 || Yo Cy || Y4 C3 | Y2 Cs
trai NN .
pretrained C é [START] person wearing 4
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Image Captioning with RNNs and Attention

This entire process is differentiable.

— Model chooses its own

attention weights. No attention
supervision is required

Alignment scores:  Attention:

HxW HxW
100 €10.1| G102 Q100 8101|810,
e e e .
1,10 1,11 ©1,12—P» 31’1’0 31,1’1 am’2 person wearing hat [END]
e1,2,0 e1,2,1 e1,2,2 31’2’0 a1‘2,1 a1’2,2
Y1 V7 Y3 Ya
T A
| | I_T T
Zoo| 20,1 | %02
h1 —_— h2 > h3 I h4
CNN | |Z0 Zi1 22

A
Zr0| Z2,1 | Z2,2 T T T T T T T
Extract spatial Features: .
features from a HxWxD 1] Yo C2 || V1 C3 | ¥2 Cs| Y3
trai NN .
pretrained C é [START] person wearing 4  hat
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Image Captioning with Attention

A stop sign is on a road with a
mountain in the background.

—

A little girl sitting on a bed with A group of Eeogle sitting on a boat A giraffe standing in a forest with
a teddy bear. in the water. trees in the background.

=

Xu et al, “Show, Attend and Tell: Neural Image Caption Generation with Visual Attention”, ICML 2015
Figure copyright Kelvin Xu, Jimmy Lei Ba, Jamie Kiros, Kyunghyun Cho, Aaron Courville, Ruslan Salakhutdinov, Richard S. Zemel, and Yoshua
Benchio, 2015. Reproduced with permission.
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Image Captioning with RNNs and Attention

This entire process is differentiable.

— Model chooses its own

attention weights. No attention
supervision is required

Alignment scores:  Attention:

HxW HxW
100 €10.1| G102 Q100 8101|810,
e e e .
1,10 1,11 ©1,12—P» 31’1’0 31,1’1 am’2 person wearing hat [END]
e1,2,0 e1,2,1 e1,2,2 31’2’0 a1‘2,1 a1’2,2
Y1 V7 Y3 Ya
T A
| | I_T T
Zoo| 20,1 | %02
h1 —_— h2 > h3 I h4
CNN | |Z0 Zi1 22

A
Zr0| Z2,1 | Z2,2 T T T T T T T
Extract spatial Features: .
features from a HxWxD 1] Yo C2 || V1 C3 | ¥2 Cs| Y3
trai NN .
pretrained C é [START] person wearing 4  hat
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Attention we just saw in image captioning

Features

Inputs:
h Features: z (shape: HXW XD)

Query: h (shape: D) 52




Features

Attention we just saw in image captioning

Z00| %01 | 2027 |00 | Co1 | o2

Z10| 214 | Z12—| %10 | 11 | iz

Z50| 221 | Z2o—=|%20 | C21 | &2
h

Alignment

Operations:

Alignment: e; j = fore(h, Z; )

Inputs:

Features: z (shape: HXW XD)
Query: h (shape: D)
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Attention we just saw in image captioning

Operations:

Alignment: e; j = fore(h, Z; )

00| %01 | 30a Attention: a = softmax(e)

a1 ,0 a1,1 a1 2

Attention

a2,0 a2,1 a2,2

t t

| softmax |
f -t f

€00 | 01 | o2

0,0 <0,1 0,2

10| “11 | 41,2 11 | &2

T

Features
Alignment

2.0 2.1 22 €0 | €21 | €22

Inputs:

h Features: z (shape: HXW XD)
Query: h (shape: D)
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Features

Attention we just saw in image captioning

c

t

| mul+add |

a0,1

a0,2

a1,1

a1,2

a2,1

a2,2

| softmax |

0,0

0,2

e

0,2

1,0

1,2

Bl e1,2

2,0

2,2

| ]

eZ,Z

Attention

Alignment

Outputs:

Context vector: ¢ (shape: D)

Operations:
Alignment: e; ; = fq:(h, z; ;)
Attention: a = softmax(e)

Output: ¢ = Y; ;1 a; jZ; j

Inputs:
Features: z (shape: HXW XD)
Query: h (shape: D)
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General attention layer

Input vectors

Cc

t

| mul+add |

Attention

Alignment

Outputs:

Context vector: ¢ (shape: D)

Operations:
Alignment: e; = f ¢+ (h, x;)
Attention: a = softmax(e)

Output: ¢ = ); a;x;

Inputs:

Input vectors: x (shape: NXD)

Query: h (shape: D)

features

Attention operation is permutation invariant.
— Doesn’t care about ordering of the
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General attention layer

Input vectors

Cc

t

| mul+add |

Attention

Alignment

Outputs:

Context vector: ¢ (shape: D)

Operations:
Alignment: ¢; = h. x;
Attention: a = softmax(e)

Output: ¢ = ); a;x;

Inputs:
Input vectors: x (shape: NXD)
Query: h (shape: D)

Change f,;+(.) to a simple dot product
— Only works well with key & value

transformation trick (will mentionin a

few slides)
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General attention layer

Input vectors

Cc

t

| mul+add |

Attention

Alignment

Outputs:
Change f,:+(.) to a scaled simple dot product

— Larger dimensions means more terms
in the dot product sum.

Operations:

— So, the variance of the logits is higher.
Alignment: e; = h.x;/vD — The post-softmax distribution has
Attention: a = Softmax(e) lower-entropy, assuming logits are IID.
— Ultimately, it causes softmax to peak

Context vector: ¢ (shape: D)

Output: ¢ = ),; a;x; - .
— Larger inputs to the softmax function
making the gradients small.

— Divide by VD to reduce effect of large
magnitude vectors

Inputs:
Input vectors: x (shape: NXD)
Query: h (shape: D)
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General attention layer

Outputs:
Yo | Vi Il 2 Context vectors: y (shape: MXD) Multiple query vectors
t t f
mul + add _ — Each query creates a new output
- Operations: context vector
% Alignment: e; ; = qj.xi/\/E
1 t T < Attention: a = softmax(e)
softmax . _
g | f ¥ f | Output. y] = Zi al-,jxl-
_.5 XO € €01 €, —
[0 [
Z| LI ew || e || e |
a 5
E X2 e €, €. Z
1
Qo || 91 q2

Inputs:
Input vectors: x (shape: NXD)
Query: q (shape: MXD) Multiple query vectors
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General attention layer

Yo |l Y1 Y2
mul + add
? t ?
aD, a0,1 aO,Z
c
o)
a1, a1,1 a1,2 '.E
Q
-+
aZ,O a2,1 a2,2 <
A A A
| | [
softmax
2 S S
-.9 eU 0 eO 1 eO 2
(&) XO ' ' ' —
o o
-— X1 €10 €4 €. [|E
2 5
8- X €20 €, &, |
£ 2 - : |k
A A A
I | |
Jo (OF] (o]

Outputs:
Context vectors: y (shape: MXD)

Operations:
Alignment: e; ; = qj.xi/\/E
Attention: a = softmax(e)

Output: y] — Zi ai,jxl-

Inputs:

Input vectors: x (shape: NXD)
Query: q (shape: MXD)

Notice that the input vectors are used for
both the alignment as well as the
attention calculations.

— We can add more expressivity to
the layer by adding a different FC
layer before each of the two steps.
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Input vectors

General attention layer

gz

Operations:
Key vectors: k = W,/ x

Value vectors: v = X

Inputs:

Input vectors: x (shape: NXD)
Queries: q (shape: MXD,.)

Notice that the input vectors are used for
both the alignment as well as the
attention calculations.

— We can add more expressivity to
the layer by adding a different FC
layer before each of the two steps.
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Input vectors

General attention layer

Yo

Y1

| mul + add

t

t

aD,O

a0,1

a1,0

aj

a2,0

A4

f

t

softmax

Attention

Alignment

Outputs:

context vectors: y (shape: M X

Operations:
Key vectors: k = W,/ x

Value vectors: v = X

Alignment: e; ; = qj.ki/\/ﬁ
Attention: a = softmax(e)
Output: y] = Zi Cli,j

Inputs:
Input vectors: x (shape: NXD)
Queries: q (shape: M

The input and output dimensions can
now change depending on the key and
value FC layers

Notice that the input vectors are used for
both the alignment as well as the
attention calculations.

— We can add more expressivity to
the layer by adding a different FC
layer before each of the two steps.
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General attention layer

Outputs:

context vectors: y (shape: MX ) )

Yo || V1 || V2 Operations: Recall that the query vector was a
| ’muHde ! | Key vectors: k = W,{Tx function of the input vectors
| | : —
vo e e e Value vectors: v = X Encoder: hy = f,,(2)
Vs [ a2 where z is spatial CNN features
=R E Alignment: e; ; = qj.ki/\/ﬁ fw(.)isan MLP
Pt .
. [ softmax ] Attention: a = softmax(e) 1, 1,
_§ T T T ’\ 0,0 <0,1 0,2 > ho
8 Xg [ Ko = %o || o || % = _ 3 CNN Zi0l Z11| %412 MLP
"g 1 X [ Ky T e || e ] o % OUtpUt y] o Zi ai’j Z50| 22,1 | %22
o Ry
< Xy k2 — &, e,, e,, = I .
For nputs:
B [ & || % Input vectors: x (shape: NXD)

Queries: q (shape: MXD,,)
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ImageNet Moment for Natural Language Processing

Attention Is All You Need

Pretrainina:
Download a lot of text from the internet
Ashish Vaswani* Noam Shazeer* Niki Parmar* Jakob Uszkoreit* _ _ _
Google Brain Google Brain Google Research Google Research Train a giant Transformer model for language modeling
avaswani@google.com noam@google.com nikip@google.com usz@google.com
Finetunina:
Llion Jones* Xidan N, Comez® 1 ¥.ukasz Kafsor® Fine-tune the Transformer on your own NLP task
Google Research University of Toronto Google Brain
1llion@google.com aidan@cs.toronto.edu lukaszkaiser@google.com

Illia Polosukhin* *
illia.polosukhin@gmail.com
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Input vectors

Self attention layer

Operations:
Key vectors: k = W,/ x

Value vectors: v = X

v — T
Query vectors: q = W, x

o)}

Alignment: e; ; = qj.ki/\/ﬁ
Attention: a = softmax(e)
Output: y] = Zi Cli,j

Inputs:

Input vectors: x (shape: NXD)

We can calculate the query vectors
from the input vectors, therefore,
defining a “self-attention” layer.

Instead, query vectors are
calculated using a FC layer.

No Input query vectors anymore
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Self attention layer

Outputs:

context vectors: y (shape: NX /1))

Operations:
ol v | ye Key vectors: k = I/, x
th|+1addT Value vectors: v = X
> Vo | a a : . — T
il ——F Query vectors: q = I/, x
' s
V2 — a,, a5, a,, E .
| o | Alignment: e; ; = qj.ki/\/D
softmax
2 1 1 Attention: a = softmax(e)
B || H xg — ko — e || o || 50 |
2 &
— ]| - k —{ e e e
5 | [T 1 3 Output:y; = X; a;
< Xo 1 Ky = &0 || & || %2 |Z
Pt f
do || ar || @ Inputs:
P Input vectors: x (shape: NXD) °°




Self attention layer — attends over sets of inputs

Outputs:

context vectors: y (shape: NX /1))

Operations:
o v 1LY Key vectors: k = W,/ x
Tm“'+TaddT Value vectors: v = X Yo y; Y2
IR (v .
0 - Qu ery vectors: = WqTx self-attfentlon
— —> =
1 E Xo || X4 || X2
1 V2 — am & a,, z
Pt Alignment: e; ; = q;.k;/VD
" | ] softmax | .
2 I Attention: a = softmax(e)
‘.6 o XO — ko —> oo €01 € -
(] c
3 1 Xy —H K, — GEJ
ol ! 1 < Output: y] = Zi Cli,j
£ Xo |t ko — & =<
[
Qo || 91 || Q2 lnputs:
I

Input vectors: x (shape: NXD) 67



Self-Attention: keys, queries, values

* Let wy, ..., w, be a sequence of words in vocabulary IV
* Foreachw;, let x; = Ew; , where E € R?x|V| is an embedding matrix.

1. Transform each word embedding with weight matrices W,,, W, W,, each in RA*d

Key vectors: k = W, x Value vectors: v = x  Query vectors: = WqTx

2. Compute pairwise similarities between keys and queries; normalize with softmax

T, - exp(ey)
el,] T q] kl/ﬁ al;] o Z], exp(eij,)

keys values Weighted
k1

3. Compute output for each word as weighted sum of values

n= 0,0
l

- k2
k3

k4

s W < B

k5



Self attention: Vector notation

X e RTXd
Wy, W, W, € R4X4

XW, =K QKT
XWq =Q Attention map: Softmax(scal - )
XW, =V g

QK"
Output: softmax , V
scaling
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Selt attention: Hypothetical Example

I
enrolled
in
Sharif
CE
40719
Course

enrolled

in

Sharif

CE

40719

Course
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Selt-Attention Hypothetical Example

I

went

to Stanford

CS

224n

attention

weights
for
“learned”
q
\% \%
k k
and learned
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General attention versus self-attention

Yo || Y1 || Y2 Yo | Y1 | Y2

t
atte:mtion self-attention
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Issues with RNNs

* RNNs are unrolled “left-to-right”.

— This encodes linear locality: a useful inductive bias!
* Nearby words often affect each other’s meanings

* Encoding bottleneck
— Whole sequence into a hidden state

— Linear interaction distance: RNNs take O(seq
length) steps for distant pairs to interact.

 Lack of parallelizability: Forward and
backward passes have O(seq length)
unparallelizable operations

— GPUs can perform a bunch of independent
computations at once!

— But future RNN hidden states can’t be computed
in full before computing past RNN hidden states

— Inhibits training on very large datasets!

O(sequence length)

The chef who ...

Info of chef has gone through
O(sequence length) many layers!

e
toor

R e

hl h2 h

Numbers indicate min # of steps
before a state can be computed

T
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Self-attention

* Self-attention treats each word’s representation as a query to access
and incorporate information from a set of values.

* Number of unparallelizable operations does not increase with
sequence length.

 Maximum interaction distance: O(1), since all words interact at every

layer!
attention
attention
embedding , I I . l I l l
h h

.
All words attend to all words in previous

layer; most arrows here are omitted
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Self attention layer — attends over sets of inputs

Y1 | Yo || Y2 Yo || Y1 | Yo Yo || Y1 | Y2
4 t ) _
self-attention self-attention self-attention
¥ § ¥
X1 || Xo || X2 X2 || X1 || %o Sl

Permutation equivariant
Self-attention layer doesn’t care about the orders of the inputs!

Problem: How can we encode ordered sequences like language or spatially ordered
image features?
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Positional encoding

Yo |l Y1 || Y2
{

self-attention
t

X || X1 || X2

Po || P1 || P2
f
position encoding

! Desiderata of pos(.):

Xo || X4 || X2

1. It should output a unique encoding for each time-
step (word’s position in a sentence)

ConcaFenate/add spgual positional 2. Distance between any two time-steps should be
encoding p; to each input vector x; consistent across sentences with different lengths.
We use a function pos: N — R% to 3. Our model should generalize to longer sentences
process the position j of the vector without any efforts. Its values should be bounded.

into a d-dimensional vector 4. It must be deterministic

So,p; = pos(j) 76



Positional encoding

Options for pos(.):

Yo V; Y2 1. Learn alookup table:

self-atttention — Learn parameters to use for pos(t) for t € [0, T)
— Lookup table contains T x d parameters.

X || X1 || X2

Po || P1 || P2
f
position encoding

! Desiderata of pos(.):

Xo || X4 || X2

1. It should output a unique encoding for each
time-step (word’s position in a sentence)

ConcaFenate special p05|t|onal 2. Distance between any two time-steps should be
encoding p; to each input vector x; consistent across sentences with different
_ d lengths.
We use a function pos: N — R“ to
process the position j of the vector 3. Our model should generalize to longer sentences
into a d-dimensional vector without any efforts. Its values should be bounded.

4. It must be deterministic

So,p; = pos(j) 77



Positional encoding

Options for pos(.):

Yo || Y1 | Y2 1. Learn alookup table:

f
self-attention — Learn parameters to use for pos(t) for t € [0,7)

1 .
% || % || % — Lookup table contains T x d parameters.
Po || P1 || P2 2. Design a fixed function with the desiderata

f
position encoding
i

Xo || X4 || X2

[ sin(w;.t) |
cos(ws. t)
Concatenate special positional
. . sin(ws. t)
encoding p; to each input vector x; cos(ws. )

We use a function pos: N — R% to
process the position | of the vector
into a d-dimensional vector sin(wgo.- )
| cos(wgya-t) |, where Wk = O0n0E

So,p; = pos(j) 78



Position representation vectors through sinusoids

* Sinusoidal position representations: concatenate sinusoidal functions of varying periods:

(sin(i/100002*1/d) PP
cos(i/100002+1/4) c £ ‘
i = :
o -
d &)
sin(i/lOOOOZ*ZC{d)
. 2x5/d
605(1/10000 ° )J Index in the sequence
 Pros:

* Periodicity indicates that maybe “absolute position” isn’t as important
* Maybe can extrapolate to longer sequences as periods restart!
e Cons:

* Not learnable; also the extrapolation doesn’t really work!

Image: https://timodenk.com/blog/linear-relationships-in-the-transformers-positional-encoding/ 79



Dot product of position embeddings

Dot product of position embeddings for all time-steps

Source: Kazemnejad’s blog 80



Positional encoding

Options for pos(.):

Yo V; Y2 1. Learn alookup table:

self-atttention — Learn parameters to use for pos(t) for t € [0, T)
— Lookup table contains T x d parameters.

X || X1 || X2

Po || P1 || P2 2. Design a fixed function with the desiderata
i

position encoding
i

Xo || X4 || X2 Intuition:
| emlenat) | 0: 0000 8: 1000
cos{uss ) 1: 0001 9: 1001
Concatenate special positional ' 9. 010 10: 010
encoding p; to each input vector x; sin(ws. £) 3: 0011 11: 1011
cos{(wz- ) 4: 0100 12: 1100
We use a function pos: N — R% to p(t) = 2 1 (1) (1) ii 1 (1) (1)
process the position j of the vector v, 0111 15: 1111
into a d-dimensional vector sin(wyz- t) .
| cos(wgya-t) |, where Wk = O0n0E

So,p; = pos(j) 81



Positional encoding

Yo | Y1 Y2 “ y .l IMO
t f 0.25
self-attention _ » ;
f Index in the sequence &
Xp X4 Xo * 7’L I F-025
Po || P1 P2 . -050
T ol -0.75
position encoding . ' !
t Dimension
Xo || X1 || Xy
[ sin(w;.t) ] Intuition:
Bos{gis ) 0: 0000 8: 1000
Concatenate special positional 1: 001 9: 001
. . i St . .
encoding p; to each input vector x; Aniiegs) 2: 0010 10: 1010
cos(ws. ?) 3: 011 11: 011
_ d 4: 100 12 : 100
We use a function pos: N — R“ to p(t) = E. GLHET 13: L1 0%
process the position j of the vector 6 : 110 14: 110
into a d-dimensional vector sin(wy/s. t) 7: 111 15: 111
| cos(wgya-t) | i
where Yk =

- 10000*/¢
S0,p; = pos(j) 82



Fixing the first self-attention problem: Sequence order

Since self-attention doesn’t build in order information, we need to encode the order of the

sentence in our keys, queries, and values.

Consider representing each sequence index as a vector

p: € RY, fort € {1,2, ..., T} are position vectors

Don’t worry about what the p; are made of yet!

Easy to incorporate this info into our self-attention block: just add the p; to our inputs!

Xt = Xt + Dt

In deep self-attention
networks, we do this at the
first layer! You could
concatenate them as well,
but people mostly just add...




Fixing the first self-attention problem: Sequence order

* Since self-attention doesn’t build in order information, we need to encode the order of the
sentence in our keys, queries, and values.

e Consider representing each sequence index as a vector
pt € R4, fort € {1,2, ..., T} are position vectors

 Don’t worry about what the p; are made of yet!
e Easy to incorporate this info into our self-attention block: just add the p; to our inputs!

~

Let U; k;, g; be our old values, keys, and queries.

In deep self-attention

Vi = Ifi T Di networks, we do this at the
9 = 9qi + p; first layer! You could
k; = k; + p; concatenate them as well,

but people mostly just add...




Position representation vectors learned from scratch

Learned absolute position representations: Let all p; be learnable parameters!

Learn a matrix p € RA*T and let each pi be a column of that matrix!

 Pros:

* Flexibility: each position gets to be learned to fit the data
* Cons:

* Definitely can’t extrapolate to indices outside 1, ..., T.
 Most systems use this!

 Sometimes people try more flexible representations of position:

* Relative linear position attention [Shaw et al., 2018]

* Dependency syntax-based position [Wang et al., 2019]



https://arxiv.org/abs/1803.02155
https://arxiv.org/pdf/1909.00383.pdf

Adding nonlinearities after self-attention

* Note that there are no elementwise nonlinearities in self-attention;
stacking more self-attention layers just re-averages value vectors (Why?
Look at the notes!)

 Easy fix: add a feed-forward network to post-process each output vector

r ¥ ! .

FF FF FF FF
1 1 = r
self-attention
m; = MLP(output;) , ’
= W, * ReLU(W, output; + b;) + b, FF  [FF F o

self-attention

l l . see .
Wy W- W3 Wn
The chef who food

86
Intuition: the FF network processes the result of attention



Masking the future in self-attention

* To use self-attention in decoders, we need We can look at these

to ensure we can’t peek at the future. (notgrevedlout) words

&
RN

* At every timestep, we could change the set
of keys and queries to include only past
words. (Inefficient!)

[START]

P

The
For encoding
these words
* To enable parallelization, we mask out —  chef
attention to future words by setting
attention scores to —oo o who
.. = qi kj,j <1

Yol —o0,j > i
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Masked self-attention layer

Outputs:

context vectors: y (shape: )

Yo || Y1 || Y2
’ Operations:
| mul(—) + add (1) |
. f : : Key vectors: k = W)/ x * Prevent vectors from
Lo T [l & Value vectors: = I/ x looking at future vectors.
()
> Vo | o 0 a,, = .
- e Query vectors: q = I/ x * Manually s-et.al.lgnment
; | sofmax 1) | scores to -infinity
*§ Dok o [ ][=]. Alignment: e; ; = qj.ki/\/ﬁ
> Q
3 ([ 3 Attention: a = softmax(e)
k= X, = Kk, — = || e |
T T Output: y] = Zi Cli,j
Qo || Q1 d2
M Inputs:

InpUt VeCtO rs: X (Shape: NXD) Vaswani et al, “Attention is all you need”, NeurlPS 2017
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Barriers and solutions for Self-Attention as a building block

Barriers

Doesn’t have an inherent
notion of order!

No nonlinearities for deep
learning magic! It’s all just
weighted averages

Need to ensure we don’t
“look at the future” when
predicting a sequence

* Like in machine translation
* Or language modeling

.

Solutions

* Add position representations to
the inputs

* Easy fix: apply the same

feedforward network to each self-
attention output.

* Mask out the future by artificially

setting attention weights to 0!

Repeat for number
of encoder blocks

Probabilities

Softmax
N
Linear
AN

Feed-Forward

Masked Self-
Attention

m Block

Add Position
Embeddings
T

Embeddings
Inputs

89



Multi-head self-attention layer

* Multiple self-attention heads in parallel

Yo || Y1 || Y2

Concatenate
head, head;, head,
Yo I| Y1 || Y2 Yo || Y1 | Y2 Yo || Y1 | Y2
tt tt 1 t t 1
Self-attention Self-attention L Self-attention
i i i 1 1 i i i 1

Split

Xo || X1 || %o
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Hypothetical example of multi-head attention

Attention head 1
attends to entities

q
vV V V \% vV V \" \"
Kk k Kk k k k k Kk
I went to Stanford cs 224n  and learned
I went to Stanford

Attention head 2 attends to
syntactically relevant words

q
v V V \" \" \" Vv \"
k k Kk k k k k Kk
I went to Stanford CS 224n  and learned
CS 224n  and learned
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Multi-head attention

* We'll define multiple attention “heads” through multiple W, Wy, and W,

. . . d
s WELWEWeRYE  i=1,..,h

* Each attention head performs attention independentljy:

tput ft (Xqu(XW'D YXW,)
output; = softmax A q
Vd/h output; € RR
* output = |output, ...outputy|W, W. € rRdxd
(0]

* Each head gets to “look” at different things, and construct value vectors
differently.

For scaling, we divide the attention scores by \/d/h
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Transformer encoder

The Transformer encoder block

: XN

Made up of N encoder blocks.

In Vaswanietal. N =6, D,(.) = 512

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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The Transformer encoder block

o C, C, - Cq
©
O
g : xN
G Let's dive into one encoder block
o}
£ !
9
n
& f
-
1
Z0 Z1 Z2 ZT

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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Transformer encoder

The Transformer encoder block

: XN

Positional encoding

1

Add positional encoding

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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Transformer encoder

The Transformer encoder block

Multi-head self-attention

i

Positional encoding

1 1
: XN
T
f
%o || %1 %2

1

Attention attends over all the vectors

Add positional encoding

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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Transformer architecture

* Now that we’ve replaced self-attention with multi-head
self-attention, we’ll go through two optimization tricks
that end up being :

— Residual Connections
— Layer Normalization

* In most Transformer diagrams, these are often written
together as “Add & Norm”

Add & Norm

Add & Norm

Multi-
Head Attention

Add Position
Embeddings

Embeddings
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Transformer encoder

The Transformer encoder block

)
f

Multi-head self-attention

A

Positional encoding

1 1
: XN
T
f
%o || %1 %2

t

Residual connection

Attention attends over all the vectors

Add positional encoding

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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Residual connections [He et al. 2016]

« Residual connections are a trick to help models train better.

* Instead of X(U = Layer(X ¢—1)) (where i represents the layer)

X®

XD —aver

« We let X = XD + Layer(X ¢=1) (so we only have to learn “the residual”
from the previous layer)

XD —— ayer ?—> X

* Residual connections are thought to make
the loss landscape considerably smoother
(thus easier training!) no residuals residuals

[Loss landscape visualization,
Li et al., 2018, on a ResNet] °°



https://arxiv.org/abs/1512.03385
https://arxiv.org/pdf/1712.09913.pdf

Layer normalization [Baetal, 2016]

Layer normalization is a trick to help models train faster.

ldea: cut down on uninformative variation in hidden vector values by normalizing

to unit mean and standard deviation within each layer.
* LayerNorm’s success may be due to its normalizing gradients [Xu et al., 2019]

Let x € R4 be an individual (word) vector in the model.
et u = Y g x;

1
let o = \/52?21(9@- — u)?

Let y € R% and B € R be learned “gain” and “bias” parameters. (Can omit!)
Then layer normalization computes:

X— U

output = \/2_* y+p
o“t €
Normalize by scalar / '\ Modulate by learned

mean and variance elementwise gain and bias
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https://arxiv.org/abs/1607.06450
https://papers.nips.cc/paper/2019/file/2f4fe03d77724a7217006e5d16728874-Paper.pdf

Layer Normalization vs. Batch Normalization

e Batch normalization normalizes features independently across the
mini-batch.

e Layer normalization normalizes each of the samples in the batch
independently across all features.
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Transformer encoder

The Transformer encoder block

: XN

Layer norm

5

t

Multi-head self-attention

t

Positional encoding

t

LayerNorm over each vector individually

Residual connection

Attention attends over all the vectors

Add positional encoding

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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Transformer encoder

The Transformer encoder block

: XN

MLP

t

Layer norm

5

f

Multi-head self-attention

f

Positional encoding

1t

MLP over each vector individually
LayerNorm over each vector individually

Residual connection
Attention attends over all the vectors

Add positional encoding
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Transformer encoder

The Transformer encoder block

: XN

®
!

MLP

i

Layer norm

5

t

Multi-head self-attention

t

Positional encoding

ft

Residual connection
MLP over each vector individually
LayerNorm over each vector individually

Residual connection
Attention attends over all the vectors

Add positional encoding
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The Transformer encoder block

Transformer Encoder Block:

Cy S G . Cp {
Layer norm Inputs: Set of vectors x
5 Outputs: Set of vectors y
@ t
S : x N 'V';-P Self-attention is the only interaction between vectors.
[
g Layer norm
% T CT) Layer norm and MLP operate independently per vector.
@ t
§ f Multi-head self-attention
= 1 Highly scalable, highly parallelizable, but high memory usage.
Positional encoding
i
Zo |l 24| 2 Z;
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The Transformer decoder block

=
— 1> Q
2
N S Made up of N decoder blocks.
L :
o > In vaswanietal. N=6,D,(.) = 512
T 2 q
C, L g
)
T =
ol L
C1 Yo Y1 Y2 Y3

[START] person wearing hat

Vaswani et al, “Attention is all you need”, NeurlPS 2017
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The Transformer decoder block

=
1y Q
-]
2
: XN % Co
e @ 5 Let's dive into the transformer
o T & decoder block
o C,
C1 — o
D s
C ! ) .
= S
: |
CT Yo Y4 \2) Y3 }

[START] person wearing hat
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The Transformer decoder block

T

| Layer norm |
t
| MLP |
4
4 | Layer norm |
L ® .
-]
o) C
o (@] .
: xN 3 0 ?? Most of the network is the same
. Q C, the transformer encoder.
C ol
- T & C, | Layer norm
c f B ' t The Transformer Decoder constrains to
a0 C1 Masked Multi-head unidirectional context, as for language
: i self-attention
f models.
C | Positional encoding |
T Yo Y1 Y2 Y3 ¥

[START] person wearing hat
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The Transformer decoder block

f

| Layer norm |
¢
| MLP |
*
4 | Laver* norm |
T S e Multi-head attention block
e, 4
¢ xN ) CO Multi-head attention attends over the transformer
= k v g encoder outputs.
T ;_ C1 4 T
o ! A c | Cayer MiGI | . . o
c e S 2 6 For image captions, this is
1 : Q 5 K how we inject image
C, > Cr Masked Multi-head features into the decoder.
| self-attention
Gl . . . . | Positional encoding |
0 1 2 3

[START] person wearing hat
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Transformer Encoder-Decoder

Probabilities

* Transformer Decoder is modified to perform cross- S—
attention to the output of the Encoder. -

Linear
N

Add & Norm
N

Let h4, ... , hy, be output vectors from the Transformer Feed-Forward
encoder

Add & Norm

N
Multi-Head
Attention

Add & Norm
N

Feed-Forward

Let z4, ... ,z, be input vectors from the Transformer
decoder, z; € R%

Add & Norm Add 8:1\Norm
N 3
: Masked Multi-
Multi-Head
Head Attention

Attention

Then keys and values are drawn from the encoder

I Block
(like @ memory): Block oc
e Add Position
kl - thl Ui — thl ‘éi?bz;;\f;i:;: Embe/lczdings
* And the queries are drawn from the decoder Embeddings Embeddings
Encoder Inputs Decoder Inputs

q; = Wyz;
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Necessities for a self-attention building block

e Self-attention:
e the basis of the method

* Position representations:

— Specify the sequence order, since self-attention is an unordered function of its
inputs.

* Nonlinearities:
— At the output of the self-attention block
— Frequently implemented as a simple feedforward network.

* Masking (in the decoder):
— In order to parallelize operations while not looking at the future.
— Keeps information about the future from “leaking” to the past.
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The Transformer decoder block

t Transformer Decoder Block:
| Layer norm |
Inputs: Set of vectors x and
| MTLp | Set of context vectors c.
! Outputs: Set of vectors y.
— | Laver* norm |
T > @‘—T Masked Self-attention only
: xN g Co Multi-head attention interacts with past inputs.
k \ q
. Q C . . .
C ol 1) —— | 1 Multi-head attention block is
> ! S C [___tayernorm | NOT self-attention. It attends
R o 2 :
©1 T 3 ' é over encoder outputs.
C .
2 —> C Masked Multi-head . .
: | T self-attention Highly scalable, highly
Posiional sncoding | parallelizable, but high memory
Cr Yo 2 Y2 Y3 7 usage.

[START] person wearing hat

112



Transfomer Encoder-Decoder

* Transformer Decoder constrains to unidirectional context, as for language
models.

 What if we want bidirectional context, like in a bidirectional RNN?

* This is the Transformer Encoder. The only difference is that we remove the
masking in the self-attention.

113



Great Results with Transformers

* First, Machine Translation from the original Transformers paper!

| BLEU Training Cost (FLOPs)
Mode EN-DE EN-FR EN-DE  EN-FR
ByteNet [15] 23.75
Deep-Att + PosUnk [32] 39.2 1.0 - 1020
GNMT + RL [31] 24.6 39.92 2.3-101° 1.4.1020
ConvS2S [8] 25.16  40.46 9.6-10"® 1.5-10%
MOoE [26] 26.03  40.56 2.0-101° 1.2-1020
Deep-Att + PosUnk Ensemble [32] 40.4 8.0 - 1020
GNMT + RL Ensemble [31] 2630  41.16 1.8-10%° 1.1-10%
ConvS2S Ensemble [8] 26.36 41.29 7.7-1019  1.2.10%
Transformer (base model) 27.3 38.1 3.3.10'8
Transformer (big) 28.4 41.0 2.3-10"

[Test sets: WMT 2014 English-German and English-French]
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Great Results with Transformers

* Most Transformers results also included pretraining.

* Transformers’ parallelizability allows for efficient pretraining, and
have made them the de-facto standard.

* On the popular aggregate benchmark GLUE, for example:
— All top models are Transformer (and pretraining)-based.
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Model Params Ops Step/s Early loss Final loss SGLUE XSum WebQ | WMT EnDe

Vanilla Transformer 223M 1117 3.50 2.182 £ 0.005 1.838 71.66 17.78 23.02 | 26.62
GeLU 223M 11.1T 3.58 2.179 + 0.003 1.838 75.79 17.86 25.13 26.47
Swish 223M 1117 3.62 2.186 + 0.003 1.847 73.77 17.74 24.34 26.75
ELU 223M 11.17T 3.56 2.270 £+ 0.007 1.932 67.83 16.73 23.02 26.08
GLU 223M 1117 3.59 2.174 £+ 0.003 1.814 74.20 17.42 24.34 27.12
GeGLU 223M 1117 3.55 2.130 £ 0.006 1.792 75.96 18.27  24.87 26.87
ReGLU 223M 1117 3.57 2.145 £ 0.004 1.803 76.17 18.36  24.87 27.02
SeLU 223M 11.1T 3.55 2.315 + 0.004 1.948 68.76 16.76 22.75 25.99
SwiGLU 223M 1117 3.53 2.127 + 0.003 1.789 76.00 18.20 24.34 27.02
LiGLU 223M 11.1T 3.59 2.149 + 0.005 1.798 75.34 17.97 24.34 26.53 ' ' . ° ° b b
Sigmoid MM UIT 363 2915009 187 7481 15l 202 | 2030 surprisin most modiftications O hot
Softplus 223M 1117 3.47 2.207 £ 0.011 1.850 72.45 17.65  24.34 26.89 Y /
RMS Norm 223M 1117 3.68 2.167 + 0.008 1.821 75.45 17.94  24.07 27.14 ° ° ' I
Rezero 223M 11.1T 3.51 2.262 + 0.003 1.939 61.69 15.64 20.90 26.37
e 2hoanowocmomomooaeowo2ml oxn o meaningfully improve performance.
Rezero + RMS Norm 223M 1117 3.34 2.221 + 0.009 1.875 70.33 17.32 23.02 26.19
Fixup 223M 11.17T 2.95 2.382 +0.012 2.067 58.56 14.42 23.02 26.31
24 layers, dg = 1536, H = 6 224M 1117 3.33 2.200 £ 0.007 1.843 74.89 17.75 25.13 26.89
18 layers, dg = 2048, H = 8 223M 1117 3.38 2.185 £ 0.005 1.831 76.45 16.83 24.34 27.10
8 layers, dg = 4608, H =18  223M 11.1T 3.69 2.190 £ 0.005 1.847 74.58 17.69  23.28 26.85
6 layers, dg = 6144, H = 24 223M 11.17T 3.70 2.201 £ 0.010 1.857 73.55 17.59 24.60 26.66
Block sharing 65M 11.17T 3.91 2.497 £+ 0.037 2.164 64.50 14.53 21.96 25.48
+ Factorized embeddings 45M 94T 421 2.631 £ 0.305 2.183 60.84 14.00 19.84 25.27
+ Factorized & shared em- 20M 9.1T 4.37 2,907 +0.313 2.385 53.95 11.37 19.84 25.19
beddings
Encoder only block sharing 170M 11.1T 3.68 2.298 + 0.023 1.929 69.60 16.23 23.02 26.23
Decoder only block sharing ~ 144M 1117 3.70 2.352 £+ 0.029 2.082 67.93 16.13  23.81 26.08
Factorized Embedding 22TM 9.4T 3.80 2.208 + 0.006 1.855 70.41 15.92 22.75 26.50
Factorized & shared embed- ~ 202M 91T 3.92 2.320 £+ 0.010 1.952 68.69 16.33 22.22 26.44
dings
Tied encoder/decoder in-  248M 1117 3.55 2.192 + 0.002 1.840 71.70 17.72 24.34 26.49
put embeddings
Tied decoder input and out-  248M 1117 3.57 2.187 £ 0.007 1.827 74.86 17.74  24.87 26.67
put embeddings
Untied embeddings 273M 1117 3.53 2.195 + 0.005 1.834 72.99 17.58  23.28 26.48
Adaptive input embeddings 204M 9.2T 3.55 2.250 = 0.002 1.899 66.57 16.21 24.07 26.66
Adaptive softmax 204M 9.2T 3.60 2.364 £ 0.005 1.982 72.91 16.67 21.16 25.56
Adaptive softmax without  223M 10.8T 3.43 2.229 + 0.009 1.914 71.82 17.10 23.02 25.72
projection
Mixture of softmaxes 232M 16.3T 224 2.227 +0.017 1.821 76.77 17.62 22.75 26.82
Transparent attention 223M 1117 3.33 2.181 £+ 0.014 1.874 54.31 10.40 21.16 26.80
Dynamic convolution 25TM 11.8T 2.65 2.403 £ 0.009 2.047 58.30 12.67 21.16 17.03
Lightweight convolution 224M 10.4T 4.07 2.370 £ 0.010 1.989 63.07 14.86 23.02 24.73
Evolved Transformer 217TM 9.9T7 3.09 2.220 + 0.003 1.863 73.67 10.76 24.07 26.58
Synthesizer (dense) 224M 1147 3.47 2.334 + 0.021 1.962 61.03 14.27 16.14 26.63
Synthesizer (dense plus) 243M 12.6T 3.22 2.191 £+ 0.010 1.840 73.98 16.96  23.81 26.71
Synthesizer (dense plus al-  243M 12.6T 3.01 2.180 + 0.007 1.828 74.25 17.02  23.28 26.61
pha)
Synthesizer (factorized) 207TM 10.17 3.94 2.341 +0.017 1.968 62.78 15.39 23.55 26.42
Synthesizer (random) 254 M 10.17T 4.08 2.326 +0.012 2.009 54.27 10.35 19.56 26.44
Synthesizer (random plus) 292M 12.0T 3.63 2.189 + 0.004 1.842 73.32 17.04  24.87 26.43
Synthesizer (random plus 292M 12.0T 3.42 2.186 + 0.007 1.828 75.24 17.08 24.08 26.39
alpha)
Universal Transformer 84M 40.0T 0.88 2.406 £ 0.036 2.053 70.13 14.09 19.05 23.91 N a ra n g et a | Do Tra n Sfo r m e r M O d ifi Cat i O n S Tra n Sfe r a C ross
Mixture of experts 648 M 11.7T 3.20 2.148 + 0.006 1.785 74.55 18.13  24.08 26.94 *’
Switch Transformer 1100M  11.7T 3.18 2.135 £ 0.007 1.758 75.38 18.02  26.19 26.81 I t t . A . t. ? 2 O 2 1
Funnel Transformer 223M 1.97 4.30 2.288 + 0.008 1.918 67.34 16.26 22.75 23.20 | d p p I
Weighted Transformer 280 M 71.0T 0.59 2.378 £ 0.021 1.989 69.04 16.98 23.02 26.30 m p e m e n a I O n S a n Ica I O n S °
Product key memory 421M 38667 025 2155+0.003  1.798 75.16  17.04  23.55 26.73 116




What would we like to fix about the Transformer?

e Quadratic compute in self-attention:

* Computing all pairs of interactions means our computation grows
guadratically with the sequence length!

* For recurrent models, it only grew linearly!

* Position representations:
* Are simple absolute indices the best we can do to represent position?

* Relative linear position attention [Shaw et al., 2018]
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https://arxiv.org/pdf/1803.02155.pdf

Quadratic computation as a function of sequence length

* One of the benefits of self-attention over recurrence was that it’s highly
parallelizable

 However, its total number of operations grows as 0(T?d), where T is the
sequence length, and d is the dimensionality

Need to compute all

XW, - XW.wWTxT pairs of interactions!
: . e 0(T%d)
Wk XT E RTXT

* Think of d as around 1,000
— So, for a single short sentence, T < 30; T2 < 900
— In practice, we set a bound like T =512
— But what if we’d like T = 10,000? For example, to work on long contexts?
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Improving on quadratic self-attention cost

* Considerable work has gone into the question, Can we build models like
Transformers without paying the O(T?) all-pairs self-attention cost?

* For example, Linformer

Linear
120 F —— Linformer, k=2048
1 —o— | informer, k=1024
Concat == Linformer, k=512
Key idea: map the fit @ o [ 777 Linformer, k=256
£ N QE) == Linformer, k=128
Scaled Dot-Product = == Transformer
sequence length i ) :
. . o
dimension to a lower- I f g 20
dimensional space for Projcion | | Profcion | ok | I
x = x = . - S -:‘; —; L ﬁ
Values and keyS . ‘ F— j=nImzgomoochosoochomonInInInE e —
Linear || Linear | Linear | 1 1 1 1 1 1 1 1
512/128 1024/64 2048/32 4096/16 8192/8 16384/4 32768/2 65536/1
V v/ V/ Sequencelength/batch size
A K Q
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Do we even need to remove the quadratic cost of attention?

* As Transformers grow larger, a larger and larger percent of compute is outside the
self-attention portion, despite the quadratic cost.

* In practice, almost no large Transformer language models use anything but the
guadratic cost attention we’ve presented here.

The cheaper methods tend not to work as well at scale.

So, is there no point in trying to design cheaper alternatives to self-attention?

Or would we unlock much better models with much longer contexts? if we were
to do it right?
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- Adding attention to RNNs allows them to "attend" to different parts of the
iInput at every time step

- The general attention layer is a new type of layer that can be used to design
new neural network architectures

- Transformers are a type of layer that uses self-attention and layer norm.
o Itis highly scalable and highly parallelizable

o Faster training, larger models, better performance across language tasks
o They are quickly replacing RNNs and LSTMs
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Comparing RNNs to Transtormer

* RNNs:
 (+) LSTMs work reasonably well for long sequences.
* (-) Expects an ordered sequences of inputs

* (-) Sequential computation: subsequent hidden states can only be computed after the
previous ones are done.

* Transformer:
* (+) Good at long sequences. Each attention calculation looks at all inputs.
 (+) Can operate over unordered sets or ordered sequences with positional encodings.

 (+) Parallel computation: All alignment and attention scores for all inputs can be done in
parallel.

* (-) Requires a lot of memory: T x T alignment and attention scalers need to be calculated
and stored for a single self-attention head. (but GPUs are getting bigger and better)
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