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Sequences in the wild

Source: Ava Amini & Alex Amini, Deep learning course, MIT 2



Modelling Series

• In many situations one must consider a series of inputs to produce an
output

– Outputs too may be a series

• Examples: ..
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Example I

• Text analysis
– E.g. analyze document, identify topic

• Input series of words, output classification output

– E.g. read English, output French
• Input series of words, output series of words

“Football” or “basketball”?

4

The Steelers, meanwhile, continue to struggle to make stops on 
defense. They've allowed, on average, 30 points a game, and have 
shown no signs of improving anytime soon.



Example II

• Stock market
– Must consider the series of stock values in the past several days to decide if it is

wise to invest today
• Ideally consider all of history

• Note: Inputs are vectors. Output may be scalar or vector
– Should I invest, vs. should I invest in X

15/0314/0313/0312/0311/0310/039/038/037/03

To invest or not to invest?

st
oc

ks
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Example III

• Speech Recognition
– Analyze a series of spectral vectors, determine what was said
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Representational shortcut

7

• Input at each time is a vector

• Each layer has many neurons
– Output layer too may have many neurons

• But will represent everything by simple boxes
– Each box actually represents an entire layer with many units



Representational shortcut
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• Input at each time is a vector

• Each layer has many neurons
– Output layer too may have many neurons

• But will represent everything by simple boxes
– Each box actually represents an entire layer with many units



Representational shortcut
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• Input at each time is a vector

• Each layer has many neurons
– Output layer too may have many neurons

• But will represent everything by simple boxes
– Each box actually represents an entire layer with many units



• The sliding predictor
– Look at the last few days
– This is just a convolutional neural net applied to series data

• Also called a Time-Delay Neural Network (TDNN)

Stock
vector

Time

X(t) X(t+1) X(t+2) X(t+3) X(t+4) X(t+5) X(t+6) X(t+7)

Y(t+3)
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The stock predictor



• The sliding predictor
– Look at the last few days
– This is just a convolutional neural net applied to series data

• Also called a Time-Delay Neural Network (TDNN)

11

The stock predictor

Time

Stock
vector

X(t) X(t+1) X(t+2) X(t+3) X(t+4) X(t+5) X(t+6) X(t+7)

Y(t+4)



• The sliding predictor
– Look at the last few days
– This is just a convolutional neural net applied to series data

• Also called a Time-Delay Neural Network (TDNN)
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The stock predictor

Stock
vector

Time

X(t) X(t+1) X(t+2) X(t+3) X(t+4) X(t+5) X(t+6) X(t+7)

Y(t+5)



• The sliding predictor
– Look at the last few days
– This is just a convolutional neural net applied to series data

• Also called a Time-Delay Neural Network (TDNN)
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The stock predictor

Stock
vector

Time

X(t) X(t+1) X(t+2) X(t+3) X(t+4) X(t+5) X(t+6) X(t+7)

Y(t+6)



• The sliding predictor
– Look at the last few days
– This is just a convolutional neural net applied to series data

• Also called a Time-Delay Neural Network (TDNN)
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The stock predictor

Stock
vector

Time

X(t) X(t+1) X(t+2) X(t+3) X(t+4) X(t+5) X(t+6) X(t+7)

Y(t+6)



• This is a finite response system
– Something that happens today only affects the output of

the system for 𝑁 days into the future
• 𝑁 is the width of the system

𝑌" = 𝑓 𝑋" , 𝑋"#$, … , 𝑋"#%

15

Finite-response model



• Problem: Increasing the “history” makes the network more complex
– No worries, we have the CPU and memory

• Or do we?

Stock
vector

Time

X(t) X(t+1) X(t+2) X(t+3) X(t+4) X(t+5) X(t+6) X(t+7)

Y(t+6)
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Finite-response



• Longer-term trends
– Weekly trends in the market

– Monthly trends in the market

– Annual trends

– Though longer historic tends to affect us less than more recent events..
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Systems often have long-term dependencies



• Required: Infinite response systems
– What happens today can continue to affect the output forever

• Possibly with weaker and weaker influence

𝑌" = 𝑓 𝑋" , 𝑋"#$, … , 𝑋"#&

Time
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We want infinite memory



• State-space model:
ℎ" = 𝑓' 𝑥" , ℎ"#$

𝑦" = 𝑔 ℎ"
• ℎ" is the state of the network

– Model directly embeds the memory in the state

• Need to define initial state ℎ(
• This is a fully recurrent neural network

– Or simply a recurrent neural network

• State summarizes information about the entire past
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An alternate model for infinite response: state-space model



• The state (green) at any time is determined by the input at that time,
and the state at the previous time

• Also known as a recurrent neural net

Time

Y(1)

t=1

h0
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The simple state-space model

h1 h2

X(1) X(2)

Y(2)

X(3)

Y(3)

h3



Recurrent Neural Network

x

RNN

y

We can process a sequence of vectors x by 
applying a recurrence formula at every time step:

new state old state input vector at 
some time step

some function
with parameters W
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Recurrent Neural Network

x

RNN

usually want to 
predict a vector at 
some time steps

y

22



Recurrent Neural Network

x

RNN

y
We can process a sequence of vectors x by 
applying a recurrence formula at every time step:

Notice: the same function and the same set of 
parameters are used at every time step.
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(Vanilla) Recurrent Neural Network

x

RNN

y

The state consists of a single “hidden” vector h:
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Time

X(t)

Y(t)

t=1

h0

25

Single hidden layer RNN
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Multiple recurrent layer RNN

Time

Y(t)

X(t)

t=1



• We can also have skips..

Time

Y(t)

X(t)

t=1
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Multiple recurrent layer RNN



Time
X(t)

Y(t)
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A more complex state



Time
X(t)

Y(t)
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Or the network may be even more complicated



Time

Y(t)

X(t)

t=1
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Generalization with other recurrences



Time

Y(t)

X(t)

t=1
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The simplest structures are most popular



• Assuming vector function at output, e.g. softmax

• The state node activation, 𝑓$(. ) is typically tanh(. )

• Every neuron also has a bias input

𝑌(𝑡) = 𝑓! '
"

𝑤"#
$%ℎ" 𝑡 + 𝑏#

% , 𝑘 = 1. .𝑀

ℎ&(𝑡) = 𝑓' '
"

𝑤"&($𝑋" 𝑡 +'
"

𝑤"&$$ℎ& 𝑡 − 1 + 𝑏&$

ℎ& 0 = 𝑝𝑎𝑟𝑡 𝑜𝑓 𝑛𝑒𝑡𝑤𝑜𝑟𝑘 𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟𝑠

𝑋

ℎ

𝑌
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Multi-layer equations



𝑌(𝑡) = 𝑓) '
"

𝑤"#
! ℎ"

! 𝑡 + 𝑏#
) , 𝑘 = 1. .𝑀

ℎ&
! (𝑡) = 𝑓! '

"

𝑤"&
' ℎ"

' (𝑡) +'
"

𝑤"&
!! ℎ&

! 𝑡 − 1 + 𝑏&
!

ℎ&
' 0 = 𝑝𝑎𝑟𝑡 𝑜𝑓 𝑛𝑒𝑡𝑤𝑜𝑟𝑘 𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟𝑠

• Assuming vector function at output, e.g. softmax 𝑓!(. )

• The state node activations, 𝑓"(. ) are typically tanh(. )

• Every neuron also has a bias input

ℎ&
! 0 = 𝑝𝑎𝑟𝑡 𝑜𝑓 𝑛𝑒𝑡𝑤𝑜𝑟𝑘 𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟𝑠

ℎ&
' (𝑡) = 𝑓' '

"

𝑤"&
* 𝑋" 𝑡 +'

"

𝑤"&
'' ℎ&

' 𝑡 − 1 + 𝑏&
'

𝑋

ℎ(')

𝑌

ℎ(!)
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Equations
Note superscript in indexing, which indicates layer of network from which 
inputs are obtained

𝑤"&
* : weights from input to ℎ(')

𝑤"&
'' : weights from ℎ(') to ℎ(')

𝑤"&
' : weights from ℎ(') to ℎ(!)

𝑤"&
!! : weights from ℎ(!) to ℎ(!)

𝑤"&
! : weights from ℎ(!) to 𝑌



Recurrent Neural Networks: Process Sequences 

“Vanilla” NN e.g. Image Captioning 
image -> seq of words

e.g. Sentiment 
Classification
seq of words -> sentiment

e.g. Machine Translation
seq of words -> seq of words

e.g. Video 
classification on 
frame level

34



• 1: Delayed sequence to sequence

• 2: Sequence to sequence, e.g. stock problem, label prediction

• Etc… 35

Variants



RNN: Computational Graph

36



RNN: Computational Graph 

Re-use the same weight matrix at every time-step 
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RNN: Computational Graph: Many to Many
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RNN: Computational Graph: Many to Many

Special case, when the overall divergence is a simple 
combination of local divergences at each time
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RNN: Computational Graph: Many to Many 

Special case, when the overall divergence is a simple 
combination of local divergences at each time
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RNN: Computational Graph: Many to One 
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RNN: Computational Graph: One to Many 

42



Sequence to Sequence: Many-to-one + one-to-many

43



• Time series analysis must consider past inputs along with current input

• Looking into the infinite past requires recursion

• State-space models retain information about the past through
recurrent hidden states

– These are “fully recurrent” networks

– The initial values of the hidden states are generally learnable parameters as well

44

Story so far



How do we train the network

• Back propagation through time (BPTT)

• Given a collection of sequence inputs

– (𝐗! , 𝐘!
"#$%&"), where

– 𝐗! = 𝑋!,(, … , 𝑋!,)

– 𝐘!
"#$%&" = 𝑌!,(

"#$%&" , … , 𝑌!,)
"#$%&"

• Train network parameters to minimize the error between the output of the network 𝐘! = 𝑌!,#, … , 𝑌!,$ and the desired outputs
– This is the most generic setting. In other settings we just “remove” some of the input or output entries

t

h0

X(1) X(2) X(T-2) X(T-1) X(T)

Y(1) Y(2) Y(T-2) Y(T-1) Y(T)
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Training: Forward pass

• For each training input:

• Forward pass: pass the entire data sequence through the network, generate outputs

t

h0

X(1) X(2) X(T-2) X(T-1) X(T)

Y(1) Y(2) Y(T-2) Y(T-1) Y(T)
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Recurrent Neural Net: Assuming time-synchronous output

# Assuming h(0,*) is known
# Assuming L hidden-state layers and an output layer
# Wc(*) and Wr(*) are matrics, b(*) are vectors

# Wc are weights for inputs from current time
# Wr is recurrent weight applied to the previous time
# Wo are output layre weights

for t = 1:T # Including both ends of the index

h(t,0) = x(t) # Vectors. Initialize h(0) to input
for l = 1:L # hidden layers operate at time t

z(t,l) = Wc(l)h(t,l-1) + Wr(l)h(t-1,l) + b(l)
h(t,l) = tanh(z(t,l)) # Assuming tanh activ.

zo(t) = Woh(t,L) + bo
Y(t) = softmax( zo(t) )
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Training: Computing gradients

• For each training input:

• Backward pass: Compute gradients via backpropagation
– Back Propagation Through Time

t

h0

X(1) X(2) X(T-2) X(T-1) X(T)

Y(1) Y(2) Y(T-2) Y(T-1) Y(T)
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Back Propagation Through Time

𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

Will only focus on one training instance

All subscripts represent components and not training instance index

49

h0



Back Propagation Through Time

𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑌%&'()%(0…𝑇)
𝐿𝑜𝑠𝑠

• The divergence computed is between the sequence of outputs
by the network and the desired sequence of outputs
• Loss is a scalar function of a series of vectors!

• This is not just the sum of the losses at individual times
§ Unless we explicitly define it that way 50

h0



Notation

• 𝑌(𝑡) is the output at time 𝑡
– 𝑌!(𝑡) is the ith output

• 𝑍 ' (𝑡) is the pre-activation value of the neurons at the output layer at time t

• ℎ(𝑡) is the output of the hidden layer at time 𝑡
– Assuming only one hidden layer in this example

• 𝑍 * (𝑡) is the pre-activation value of the hidden layer at time 𝑡 51

𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑌%&'()%(0…𝑇)
𝐿𝑜𝑠𝑠

𝑍 ' (𝑇)
ℎ(𝑇)

𝑍 * (𝑇)

h0



Back Propagation Through Time

𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

First step of backprop:   Compute -./00
-1"(2)

for all i

Note:  Loss is a function of all outputs Y(0) … Y(T)

In general we will be required to compute -./00
-1"(3)

for all 𝑖 and 𝑡 as we will see. This can

be a source of significant difficulty in many scenarios. 52

𝑌345673(0…𝑇)

𝑋(𝑇)

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠(𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑𝑌&(𝑡)

for all i for all T

𝐿𝑜𝑠𝑠(𝑇 − 1)𝐿𝑜𝑠𝑠(𝑇 − 2)𝐿𝑜𝑠𝑠(2)𝐿𝑜𝑠𝑠(1)

𝐿𝑜𝑠𝑠

Must compute
𝑑𝐿𝑜𝑠𝑠
𝑑𝑌&(𝑡)

=
𝑑𝐿𝑜𝑠𝑠(𝑡)
𝑑𝑌&(𝑡)

Will usually get

Special case, when the overall loss is a simple combination of local
losses at each time:

53

𝑌345673(0…𝑇)

Back Propagation Through Time

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

First step of backprop:   Compute -./00
-1"(2)

for all i
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𝛻8($)(2)𝐿𝑜𝑠𝑠 = 𝛻8($)(2)𝑌(𝑇) 𝛻1(2)𝐿𝑜𝑠𝑠

𝑌345673(0…𝑇)

Back Propagation Through Time

𝑍 ' (𝑇)

ℎ(𝑇)
h0

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
' (𝑇)

=
𝑑𝑌&(𝑇)

𝑑𝑍&
' (𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑𝑌&(𝑇)

Vector output activation

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
' (𝑇)

='
"

𝑑𝑌"(𝑇)

𝑑𝑍&
' (𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑𝑌"(𝑇)OR



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑ℎ&(𝑇)

='
"

𝑑𝑍"
(')(𝑇)

𝑑ℎ&(𝑇)
𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
(')(𝑇)

='
"

𝑤"&
(') 𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
(')(𝑇)

𝐿𝑜𝑠𝑠
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𝛻$(2)𝐿𝑜𝑠𝑠 =𝑊 '
&
𝛻8($)(2)𝐿𝑜𝑠𝑠

𝑌345673(0…𝑇)

Back Propagation Through Time

ℎ(𝑇)

𝑍 ' 𝑇 = 𝑊 ' ℎ(𝑇)
𝑊 *h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
(') =

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
' 𝑇

ℎ&(𝑇)

𝐿𝑜𝑠𝑠
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𝛻9($)𝐿𝑜𝑠𝑠 = 𝛻8($)(2)𝐿𝑜𝑠𝑠 ℎ 𝑇 2

Back Propagation Through Time

𝑌345673(0…𝑇)

ℎ(𝑇)
𝑊 *h0

𝑍 ' 𝑇 = 𝑊 ' ℎ(𝑇)



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
(')(𝑇)

=
𝑑𝑌&(𝑇)

𝑑𝑍&
(')(𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑𝑌&(𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑ℎ&(𝑇)

='
"

𝑤&"
(') 𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
(')(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
(') = ℎ&(𝑇)

𝑑𝑙𝑜𝑠𝑠

𝑑𝑍"
' 𝑇

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
(*)(𝑇)

=
𝑑ℎ&(𝑇)

𝑑𝑍&
(*)(𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑ℎ&(𝑇)

𝐿𝑜𝑠𝑠
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𝛻8(') (2)𝐿𝑜𝑠𝑠 = 𝛻8(')(2)ℎ(𝑇) 𝛻$(2)𝐿𝑜𝑠𝑠

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑍 * (𝑇)

ℎ(𝑇)h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝑙𝑜𝑠𝑠

𝑑𝑤&"
(*) = 𝑋"(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
* 𝑇

𝐿𝑜𝑠𝑠
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𝛻9(')𝐿𝑜𝑠𝑠 = 𝛻8(')(2)𝐿𝑜𝑠𝑠 𝑋 𝑇 2

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑍 * 𝑇 = 𝑊 * 𝑋 𝑇
+𝑊 '' ℎ 𝑇 − 1

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
('') = ℎ"(𝑇 − 1)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
* 𝑇𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
(*) = 𝑋"(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
* 𝑇

𝐿𝑜𝑠𝑠

59

𝛻9($$)𝐿𝑜𝑠𝑠 = 𝛻8(')(2)𝐿𝑜𝑠𝑠 ℎ 𝑇 − 1 2

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑊('') 𝑍 * 𝑇 = 𝑊 * 𝑋 𝑇
+𝑊 '' ℎ 𝑇 − 1

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
' (𝑇 − 1)

=
𝑑𝑌&(𝑇 − 1)

𝑑𝑍&
' (𝑇 − 1)

𝑑𝐿𝑜𝑠𝑠
𝑑𝑌&(𝑇 − 1)

𝐿𝑜𝑠𝑠

Vector output activation

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
' (𝑇 − 1)

='
"

𝑑𝑌"(𝑇 − 1)

𝑑𝑍&
' (𝑇 − 1)

𝑑𝐿𝑜𝑠𝑠
𝑑𝑌"(𝑇 − 1)OR
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𝛻8($)(2:')𝐿𝑜𝑠𝑠 = 𝛻8($) 2 𝑌(𝑇 − 1) 𝛻1(2:')𝐿𝑜𝑠𝑠

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑍 * (𝑇 − 1)

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝑑𝐿𝑜𝑠𝑠
𝑑ℎ&(𝑇 − 1)

='
"

𝑤"&
(') 𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
' (𝑇 − 1)

+'
"

𝑤"&
('') 𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
* (𝑇)

𝐿𝑜𝑠𝑠

61

𝛻$(2:')𝐿𝑜𝑠𝑠 = 𝑊 ' 2
𝛻8 $ (2:')𝐿𝑜𝑠𝑠 +𝑊

'' 2
𝛻8(')(2)𝐿𝑜𝑠𝑠

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑍 * (𝑇 − 1)
ℎ(𝑇 − 1)

h0

𝑍 * 𝑇 − 1 = 𝑊 * ℎ(𝑇 − 1)

𝑍 # 𝑇 = 𝑊 # 𝑋 𝑇
+𝑊 ** ℎ 𝑇 − 1



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
(') += ℎ"(𝑇 − 1)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
' 𝑇 − 1Note the addition
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𝛻9($)𝐿𝑜𝑠𝑠 += 𝛻8 $ (2:')𝐿𝑜𝑠𝑠 ℎ 𝑇 − 1 2

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑊(*)

𝑍 * (𝑇 − 1)

h0

𝑍 * 𝑇 − 1 = 𝑊 * ℎ(𝑇 − 1)



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
* (𝑇 − 1)

=
𝑑ℎ&(𝑇 − 1)

𝑑𝑍&
* (𝑇 − 1)

𝑑𝐿𝑜𝑠𝑠
𝑑ℎ&(𝑇 − 1)
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𝛻8(') (2:')𝐿𝑜𝑠𝑠 = 𝛻8 ' 2:' ℎ(𝑇 − 1) 𝛻$(2:')𝐿𝑜𝑠𝑠

Back Propagation Through Time

𝑌345673(0…𝑇)

𝑍 ( (𝑇 − 1)

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
(*) += 𝑋"(𝑇 − 1)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
* 𝑇 − 1

Note the addition
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𝛻9(')𝐿𝑜𝑠𝑠 += 𝛻8 ' (2:')𝐿𝑜𝑠𝑠 𝑋 𝑇 − 1 2

Back Propagation Through Time

𝑌345673(0…𝑇)

h0



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

𝑑𝐿𝑜𝑠𝑠

𝑑𝑤&"
('') += ℎ"(𝑇 − 2)

𝑑𝐿𝑜𝑠𝑠

𝑑𝑍&
* 𝑇 − 1Note the addition
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𝛻9($$)𝐿𝑜𝑠𝑠 += 𝛻8 ' (2:')𝐿𝑜𝑠𝑠 ℎ 𝑇 − 2 2

Back Propagation Through Time

𝑌345673(0…𝑇)

h0

𝑍 # 𝑇 − 1 = 𝑊 # 𝑋 𝑇 − 1
+𝑊 ** ℎ 𝑇 − 2



𝑋(1) 𝑋(2) 𝑋(𝑇 − 2) 𝑋(𝑇 − 1) 𝑋(𝑇)

𝑌(1) 𝑌(2) 𝑌(𝑇 − 2) 𝑌(𝑇 − 1) 𝑌(𝑇)

𝐿𝑜𝑠𝑠

𝑑𝐿𝑜𝑠𝑠
𝑑ℎ*

='
"

𝑤&"
('') 𝑑𝐿𝑜𝑠𝑠

𝑑𝑍"
* (0)

66

𝛻$'𝐿𝑜𝑠𝑠 = 𝑊 '' 2
𝛻8 $ (*)𝐿𝑜𝑠𝑠

Continue computing derivatives
going backward through time until..

Back Propagation Through Time

𝑌345673(0…𝑇)

h0



BPTT
# Assuming forward pass has been completed
# Jacobian(x,y) is the jacobian of x w.r.t. y

# Assuming dY(t) = gradient(Loss,Y(t)) available for all t
# Assuming all dz, dh, dW and db are initialized to 0

for t = T:downto:1 # Backward through time
dzo(t) = dY(t)Jacobian(Y(t),zo(t))

dWo += h(t,L)dzo(t)
db(L) += dzo(t)

dh(t,L) += dzo(t)Wo

for l = L:1 # Reverse through layers
dz(t,l) = dh(t,l)Jacobian(h(t,l),z(t,l))

dh(t,l-1) += dz(t,l) Wc(l)
dh(t-1,l) += dz(t,l) Wr(l)

dWc(l) += h(t,l-1)dz(t,l)
dWr(l) += h(t-1,l)dz(t,l)

db(l) += dz(t,l) 67



BPTT

• Can be generalized to any architecture

68



Backpropagation through time
Forward through entire sequence to compute loss, then 
backward through entire sequence to compute gradient

69



Truncated Backpropagation through time

Run forward and backward through 
chunks of the sequence instead of whole 
sequence

70



Truncated Backpropagation through time

Carry hidden states 
forward in time forever, 
but only backpropagate
for some smaller 
number of steps

71



Truncated Backpropagation through time

72



Extensions to the RNN: Bidirectional RNN

• RNN with both forward and backward recursion
– Explicitly models the fact that just as the future can be predicted from the

past, the past can be deduced from the future
73

Proposed by Schuster and Paliwal
1997



Bidirectional RNN

• A forward net process the data from t=1 to t=T

• A backward net processes it backward from t=T down to t=1

X(1)

Y(1)

t

hf(0)

X(2) X(3) X(T-2) X(T-1) X(T)

Y(2) Y(3) Y(T-2) Y(T-1) Y(T)

X(1) X(2) X(3) X(T-2) X(T-1) X(T)

hb(inf)

74



Bidirectional RNN: Processing an input string

• The forward net process the data from t=1 to t=T
– Only computing the hidden states, initially

• The backward net processes it backward from t=T down to t=0

X(1)

t

hf(0)

X(2) X(3) X(T-2) X(T-1) X(T)

75



Bidirectional RNN: Processing an input string

• The backward nets processes the input data in reverse time, end to beginning
– Initially only the hidden state values are computed

• Clearly, this is not an online process and requires the entire input data

– Note: This is not the backward pass of backprop.net processes it backward from t=T down to t=0

t

hf(0)

X(T-2) X(T-1) X(T)

X(1) X(2) X(3) X(T-2) X(T-1) X(T)

hb(inf)

76

X(1) X(2) X(3)



Bidirectional RNN: Processing an input string

• The computed states of both networks are used to compute the
final output at each time

X(1)

Y(1)

t

hf(0)

X(2) X(3) X(T-2) X(T-1) X(T)

Y(2) Y(3) Y(T-2) Y(T-1) Y(T)

X(1) X(2) X(3) X(T-2) X(T-1) X(T)

hb(inf)

77



First: Define basic RNN with only hidden units
# Inputs:

# L : Number of hidden layers

# Wc,Wr,b: current weights, recurrent weights, biases

# hinit: initial value of h(representing h(-1,*))

# x: input vector sequence

# T: Length of input vector sequence

# Output:

# h, z: sequence of pre-and post activation hidden representations from all layers of the RNN

function [h,z] = RNN_forward(L, Wc, Wr, b, hinit, x, T)

h(0,:) = hinit # hinit is the initial value for all layers

for t = 1:T # Going forward in time

h(t,0) = x(t) # Vectors. Initialize h(0) to input

for l = 1:L

z(t,l) = Wc(l)h(t,l-1) + Wr(l)h(t-1,l) + b(l)

h(t,l) = tanh(z(t,l)) # Assuming tanh activ.

return h,z 78



# Subscript f represents forward net, b is backward net

# Assuming hf(-1,*) and hb(inf,*) are known

#forward pass

[hf, zf] = RNN_forward(Lf, Wfc, Wfr, bf, h(0,:), x, T)

#backward pass

xrev = fliplr(x) # Flip it in time

[hbrev, zbrev] = RNN_forward(Lb, Wbc, Wbr, bb, h(inf,:), xrev, T)

hb = fliplr(hbrev) # Flip back to straighten time

zb = fliplr(zbrev)

#combine the two for the output

for t = 1:T # The output combines forward and backward

zo(t) = Wfohf(t,Lf) + Wbohb(t,Lb) + bo

Y(t) = softmax( zo(t) )
79

Bidirectional RNN: Assuming time-synchronous output



Backpropagation in BRNNs

• Forward pass: Compute both forward and backward
networks and final output

Y(1)

t

Y(2) Y(3) Y(T-2) Y(T-1) Y(T)

80

X(1)

hf(0)

X(2) X(3) X(T-2) X(T-1) X(T)

X(1) X(2) X(3) X(T-2) X(T-1) X(T)

hb(inf)



Backpropagation in BRNNs

• Backward pass: Define a divergence from the desired output

• Separately perform back propagation on both nets
– From t=T down to t=0 for the forward net

– From t=0 up to t=T for the backward net

X(1)

Y(1)

t

hf(0)

X(2) X(3) X(T-2) X(T-1) X(T)

Y(2) Y(3) Y(T-2) Y(T-1) Y(T)

X(1) X(2) X(3) X(T-2) X(T-1) X(T)

hb(inf)

Loss()d1..dT

Loss
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Backpropagation in BRNNs

• Backward pass: Define a Loss from the desired output

• Separately perform back propagation on both nets
– From t=T down to t=0 for the forward net
– From t=0 up to t=T for the backward net

X(1)

Y(1)

t

hf(0)

X(2) X(3) X(T-2) X(T-1) X(T)

Y(2) Y(3) Y(T-2) Y(T-1) Y(T)
Loss()d1..dT

Loss
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Backpropagation in BRNNs

• Backward pass: Define a Loss from the desired output

• Separately perform back propagation on both nets
– From t=T down to t=1 for the forward net
– From t=1 up to t=T for the backward net

Y(1)

t

Y(2) Y(3) Y(T-2) Y(T-1) Y(T)

X(1) X(2) X(3) X(T-2) X(T-1) X(T)

hb(inf)

Loss()d1..dT

Loss
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• Time series analysis must consider past inputs along with current input

• Recurrent networks look into the infinite past through a state-space framework
– Hidden states that recurse on themselves

• Training recurrent networks requires
– Defining a loss between the actual and desired output sequences
– Backpropagating gradients over the entire chain of recursion

• Backpropagation through time

– Pooling gradients with respect to individual parameters over time

• Bidirectional networks analyze data both ways, beginàend and endàbeginning
to make predictions

– In these networks, backprop must follow the chain of recursion (and gradient pooling)
separately in the forward and reverse nets

84

Story so far



Story so far

• RNNs for sequence modeling
– Handle inputs with variable lengths
– In theory, can track long term history
– Share parameters across the sequence
– Consider the order of inputs

85



RNNs..

• Excellent models for time-series analysis tasks
– Time-series prediction
– Time-series classification
– Sequence prediction..

86



A sequence modeling problem:
Language Modeling (predict the next word)



A generated Wikipedia page

88



Which open source project?

89



Related math.  What is it talking about?

90



The unreasonable effectiveness of RNN

• All previous examples were generated blindly by a recurrent neural
network..
• http://karpathy.github.io/2015/05/21/rnn-effectiveness/

91

http://karpathy.github.io/2015/05/21/rnn-effectiveness/


Language Models

• A language model computes a probability for a sequence of tokens:
𝑃 𝑤$, … , 𝑤) :

– It is usually modeled by conditional distributions 𝑃(𝑤O|𝑤P, … , 𝑤OQP)
– 𝑃 𝑤P, … , 𝑤R = 𝑃(𝑤P)∏OST

R 𝑃(𝑤O|𝑤P, … , 𝑤OQP)

• Useful for machine translation, spelling correction, and …
– Word ordering: p(the dog is big) > p(big the is dog)
– Word choice: p(It was late afternoon.) > p(It was today.)

92

𝑃(𝑤&|𝑤', … , 𝑤&:')



Simple recurrence example: Text Modelling

• Learn a model that can predict the next character given a sequence
of characters

– Or, at a higher level, words

• After observing inputs 𝑤$…𝑤* it predicts 𝑤*+$

h0

𝑤' 𝑤! 𝑤) 𝑤; 𝑤< 𝑤=

𝑤! 𝑤) 𝑤; 𝑤< 𝑤= 𝑤>

93

I             want             to              know       when           AGI

want             to              know       when           AGI           occurs



Recurrent Neural Network language model 
• Given a sequence of vectors:

𝑥#, 𝑥$, … , 𝑥%
• At a single time step:

ℎ& = tanh 𝑊'(𝑥& +𝑊((ℎ&)#

• Output:
0𝑦& = softmax 𝑊(*ℎ&

𝑃(𝑦& = 𝑣+|𝑥#, … , 𝑥&) ≈ 0𝑦&,+

94



Recurrent Neural Network language model 
• Given a sequence of vectors:

𝑥3, 𝑥4, … , 𝑥5
• At a single time step:

ℎ6 = tanh 𝑊78𝑥6 +𝑊88ℎ693
• Output:

,𝑦6 = softmax 𝑊8:ℎ6

𝑃(𝑦6 = 𝑣;|𝑥3, … , 𝑥6) ≈ ,𝑦6,;

ℎ= is some initialization vector for the hidden layer at time step 0

𝑥6 is the column vector at time step t

95



Recurrent Neural Network language model: loss  

• %𝑦 ∈ ℝ , is a probability distribution over the vocabulary
• Cross entropy loss function at location t of the sequence:

𝐸" = −,
-.$

|,|

𝑦",- log %𝑦",-

• Cost function over the entire sequence:

𝐸 = −
1
𝑇
,
".$

)

,
-.$

|,|

𝑦",- log %𝑦",-

𝑦3," = 1 when 𝑤3 must be 
the word 𝑗 of vocabulary

96



• Input: symbols as one-hot vectors
• Dimensionality of the vector is the size of the “vocabulary”

• Output: Probability distribution over symbols
𝑌 𝑡, 𝑖 = 𝑃(𝑉!|𝑤(…𝑤)*()

• 𝑉! is the i-th symbol in the vocabulary

• Divergence

𝐿𝑜𝑠𝑠 𝑌!"#$%! 1…𝑇 , 𝑌(1…𝑇) =H
!

𝑐𝑟𝑜𝑠𝑠_𝑒𝑛𝑡𝑟𝑜𝑝𝑦 𝑌!"#$%! 𝑡 , 𝑌(𝑡) = −H
!

log 𝑌(𝑡, 𝑤!&')

Timet=0

h0

Loss

𝑤' 𝑤! 𝑤) 𝑤; 𝑤< 𝑤=

𝑤! 𝑤) 𝑤; 𝑤< 𝑤= 𝑤>

The probability assigned 
to the correct next word

97

Training



Character-level language model example

x

RNN

y

Problem:  Given a sequence of words (or 
characters) predict the next one

Input presented as one-hot vectors

Output: probability distribution over characters
Must ideally peak at the target character

98



Character-level language model example
Vocabulary:
[h,e,l,o]

Example training
sequence:
“hello”
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Character-level language model example
Vocabulary:
[h,e,l,o]

Example training
sequence:
“hello”
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Character-level language model example
Vocabulary:
[h,e,l,o]

Example training
sequence:
“hello”

101



Example: Character-level Language Model Sampling

• Vocabulary: [h,e,l,o]
• At test-time sample

characters one at a time,
feed back to model

After feeding the first input, the network generates 
a probability distribution over vocabulary

Outputs an N-valued probability distribution rather 
than a one-hot vector

Draw a char from the distribution and set it as the 
next one in the series

102



Example: Character-level Language Model Sampling

• Vocabulary: [h,e,l,o]
• At test-time sample

characters one at a time,
feed back to model
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Example: Character-level Language Model Sampling

• Vocabulary: [h,e,l,o]
• At test-time sample

characters one at a time,
feed back to model
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Example: Character-level Language Model Sampling

• Vocabulary: [h,e,l,o]
• At test-time sample

characters one at a time,
feed back to model

105



min-char-rnn.py gist:

112 lines of Python

(https://gist.github.com/karpathy
/d4dee566867f8291f086)

106

https://gist.github.com/karpathy/d4dee566867f8291f086
https://gist.github.com/karpathy/d4dee566867f8291f086
https://gist.github.com/karpathy/d4dee566867f8291f086


x

RNN

y

Language Modeling: Example I

107
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train more

train more

train more

at first:
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open source textbook on algebraic geometry

Latex source

111
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Generated 
C code

115



116



117



118https://openai.com/blog/openai-codex/

Codex is the model that 
powers GitHub Copilot

translates natural language to code

https://openai.com/blog/openai-codex/
https://copilot.github.com/


Searching for interpretable cells

119



Searching for interpretable cells
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Searching for interpretable cells

quote detection cell
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Searching for interpretable cells

line length tracking cell
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Searching for interpretable cells

if statement cell
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Searching for interpretable cells

if statement cellquote/comment cell
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Searching for interpretable cells

code depth cell

125



RNN tradeoffs

• RNN Advantages:
– Can process any length input
– Computation for step t can (in theory) use information from many steps back
– Model size doesn’t increase for longer input
– Same weights applied on every timestep, so there is symmetry in how inputs

are processed.

• RNN Disadvantages:
– Recurrent computation is slow
– In practice, difficult to access information from many steps back

126



Convolutional Neural Network

Recurrent Neural NetworkImage Captioning

Deep Visual-Semantic Alignments for Generating Image Descriptions, Karpathy and Fei-Fei, CVPR 2016.
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test image
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test image

129



test image

X 130



test image

x0
<START

>

<START> 131



h0

x0
<START

>

y0

<START>

test image

before:
h = tanh(Wxh * x + Whh * h)

now:
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Microsoft COCO
[Tsung-Yi Lin et al. 2014]
mscoco.org

currently:
~120K images
~5 sentences each

Image Sentence Datasets
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Image Captioning: Example Results 

Deep Visual-Semantic Alignments for Generating Image Descriptions, Karpathy and Fei-Fei, CVPR 2016.
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Image Captioning: Failure Cases 
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Visual Question Answering (VQA) 
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Visual Question Answering (VQA)
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