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These boxes are functions

Voice

signal Transcription Image

Text caption

Game

State Next move

Take an input

Produce an output

Can be modeled by a neural network!

How do we compose the network that performs the requisite function?



Problem setup

e Given: the architecture of the network

* Training data: A set of input-output pairs
(x(l)’y(l) )’ (x(z), y(z))’ . (x(N)’y(N))

* We want to find the function f
— We consider a neural network as a parametric function f (x; W)

* We need a loss function to show how penalizes the obtained output f(x; W)
when the desired output is y

N
E(W) = %z loss(f(x("); W),y(”))
n=1

e Minimize the cost function



Training an MLP

* We define differentiable loss or divergence between the output of the
network and the desired output for the training instances

— And a total error, which is the average divergence over all training instances

e We use continuous activation functions to enables us to estimate
network parameters

* We optimize network parameters to minimize the total error



Activation function

Activation functions a(2)

e Makes the neuron differentiable, with non-zero derivatives over much of
the inputspace

— Small changes in weight can result in non-negligible changes in output
— This enables us to estimate the parameters using gradient descent techniques..
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Representing the output

e If the desired output is real-valued, no special tricks are necessary

— Scalar Output : single output neuron
e o =scalar (real value)

— Vector Output : as many output neurons as the dimension of the desired output
e 0=[04,0,,..,0k]" (vector of real values)



Examples of loss functions
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* For real-valued output vectors, the (scaled) L, divergence is
popular

1 2 1 2
loss(y,0) = - lly —oll> = 5 > ¥ — )
k

— Squared Euclidean distance between true and desired output
— Note: this 1s differentiable



Representing the output

e [fthe desired output is binary (is this a cat or not), use a simple 1/0
representation of the desired output
e 1=YESit’s acat
e 0=NO it’s not a cat.



Logistic regression

Decision: P(Y=1[x)>0.5?

X]

1

<2 | P(Y =1|X) =
When Xis a 2-D variable ( 1X) 1+ exp(— 3, wix, — b)

e Thisthe perceptron with asigmoid activation

— It actually computes the probability that the input belongs to class 1



Representing the output

« Ifthe desired output 1s binary, use a simple 1/0 representation of the desired output
* Output activation: Typically a sigmoid
— Viewed as the probability P(Y = 1|x) of class value 1

 Indicating the fact that for actual data, in general a feature vector may occur for both classes, but with
different probabilities

» [sdifferentiable
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For binary classifier: Logistic regression

* For binary classifier with scalar output o € (0,1), y is 0/1:

loss(y,0) = —ylogo — (1 — y)log(1 — o)
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Multi-class networks

Input

Ia Hidden Layers
yer N Output
== < ==
- = U"‘_

e For a multi-class classifier with Kclasses, the one-hot representation for the
desired output y
e The neural network’s output too must ideally be binary (K-1 zeros and a single 1 in the right place)

e The network’s output will be a probability vector
— Kprobability values that sum to 1.
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Vector activation example: Softmax

e Example: Softmax vector activation

Zi = z Wjin ~+ bi
J

i —_

exp(z;)

xmgc-r—hom

Parameters are
weights wj;
and bias b;

% exp(z;)
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Multi-class classification: Output

» Softmax vector activation is often used at the output of multi-class classifier nets

— @ (m-1) >0 ; : ; b) 10
Zi = zwﬂ a] ﬂ[z(/)}

: : : 8
: ! - e

0.0 / - : Il 0.5
< =

exp(z;) NN . o]
0; = s dliasy R
Z] exp (Z]) ) ' T0 ' 2.0 00 ' T0 ' 2.0
Input, z softmax [f[z, @] Input, z

[Understanding Deep Learning, 2023]
* This can be viewed as the probability o; = P(class = i|x)

o
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For multi-class classification

:’:;;,f\:{:\ — Y1y2Yy3ya

* Desired output y is one-hot vector [0 0...1...0 0 0]” with the 1 in the c-th position
(for class c)

e Actual output will be probability distribution [04, 05, ..., 0x]"
* The cross-entropy between the desired one-hot output and actual class c

K
loss(y,0) = —Zyi logo; = —logo,
i=1
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Choosing cost function: Examples

- Regression problem

* SSE N
E = z E,
z;g:;i;;’_ ( "f\‘: N n=1

= E :l”(,(n)_y(n)”z:ZK (O(n)_ym))z Multi-dimensi
o mT2 g VK K ulti-dimensional output

- Classification problem

* Cross-entropy
* Binary classification

1

1+e72
Output layer uses sigmoid activation function

loss, = —y™logo™ — (1 — y™)log(1 — 0™) 0=0(z) =

* Multi-class classification loss, = —1ogo,m

Output is found by a softmax layer 0; =

B




Likelihood Objective

e Likelihood

N N
p(yD,y @, . yMx® 5@ x®) = 1_[ p(y™]x™) = H p(y®|f (x™; w))
n=1 n=1

* Log-likelihood
N N
lognp(y(")lf (x™;w)) = Z logp(y™|f (x™; W))
n=1 n=1

* Maximizing likelihood corresponds to loss function — logp(y(")|f(x("); W))
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Probabilistic Viewpoint of Sum of Squares Error (SSE)

@
1.0 ®
0.0 . _— . 0.0 . —_— .
0.0 1.0 20 0.0 10 2.0
Input, = Input,
C)Z o > log [Pr(yilflz;, ¢],0%)] =—6.57 d)2 = > log [Pr(yilf[z;, ¢],0%)] =497.37
A / | ‘
} / .
o
2 1.0 o 1.0 @
=
>
o , ,
Pr(y;|f1.19, ¢ ,02) .
Pr(y;|f[0.46, ¢], 0?)
0.0 _— 0.0 —— :
0.0 1.0 20 0.0 1.0 2.0
Input, = Input, =

[Understanding Deep Learning, 2023]

—S(y-f )’

=——=—ce

POIF G $)) = NV £ 9),02) = -
1
logp(y/If (@) = —logV2m 0 — > (v = f(x; )’
N
log p(y ™| £(x®:
arggglaxnzz1 ogp(y |f(x ‘/5))

N

g (4~ 0

n=1
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Probabilistic Viewpoint of Cost Functions

* Binary classification: Bern(y|0) = 6Y(1 — 6)(1~» 6=P(Y=1) .,

—logp(y|f(x; W)) = —log Bern(y|f (x; W))
= —log f (x; W)y(n)(l — f(x; W))l_y(n)

= —yM™log fF(; W) — (1 — y()) log(1 — £ (x; W)

* Multi-class classification: Multi(y|0) = [15_, 6% Ok =Py, =1)

K
—logp(lf(x; W)) = —log Muti(y|f (x; W)) = — z y,ﬁ")logfk(x; W)
k=1
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Cross Entropy Loss

Diulqllp] = f 1) 1oggg idz - f 4(2)log q(2) dz — j 4(2) logp(2) dz

* For multi-class classification problem: Di.[qllp] = 2 q(2) logpgzi

* q(y|x) is a one-hot vector shows the target class of x
* pg(y|x) shows the output of the parametric model

arg;nin Dikirlqllpel = — z Vi logpe(y = klx)
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Problem setup

e Given: the architecture of the network

* Training data: A set of input-output pairs
(x(l)’y(l) )’ (x(z), y(z))’ . (x(N)’y(N))

* We need a loss function to show how penalizes the obtained output o = f(x; W)
when the desired output isy

E(W) = z loss(o(") y(”)) = Nz loss(f(x(") W) y("))

* Minimize E w.r.t. W that containts {Wi[”;-], bj[k]}
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Recap: Iterative optimization of cost function

* Cost function: E(w)
* Optimization problem: W = argmin E (w)

w
* Steps:
— Start from w°
— Repeat
 Update w! to wt! in order to reduce E
ct<t+1

— until we hopefully end up at a minimum

22



Recap: How to compute the slope?

* In 1-dimension, the derivative of a function:

dy _ . fle+h)—f0)
im

E_h—m h

— the slope of the error surface can be calculated by taking the derivative of the error
function at that point

* In multiple dimensions, the gradient is the vector of (partial derivatives)
along each dimension

* The direction of steepest descent is the negative gradient
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Recap: Gradient descent (or steepest descent)

* In each step, takes steps proportional to the negative of the gradient vector of the
function at the current point wt:

wt+1 — Wt — v, V](Wt)

— J(w) decreases fastest if one goes from w' in the direction of —7j(w?)

— Assumption: /(W) is defined and differentiable in a neighborhood of a point wt

Learning rate: The amount of time he travels before taking
another measurement is the learning rate of the algorithm.
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Recap: Gradient descent

* Minimize J(w)

Step size
i (Learning rate parameter)

witl = wt — an](Wt)

ajw) ajw)  aJw)]

owg =~ dw, = 0wy

V) (w) =

* If 7 is small enough, then J(wtt1) < J(wh).
* 1 can be allowed to change at every iteration as 7.
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Recap: SSE optimization by gradient descent

J(wg,wy)  (function of the parameters wy, w;)
-1.0

1.0 0.0 +—r———s>—m— ——
0.0 1.0 2.0 0.0 1.0 2.0
Intercept N Input, x
witl = wt — z (Wth(i) _ y(i)) MO
=1 26

[Understanding Deep Learning, 2023]



How to adjust weights for multi layer networks?

* We need multiple layers of adaptive, non-linear hidden units. But
how can we train such nets?
— We need an efficient way of adapting all the weights, not just the last layer.

— This is difficult because nobody is telling us directly what the hidden units
should do.
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Training multi-layer networks

* Back-propagation
— Training algorithm that is used to adjust weights in multi-layer networks
(based on the training data)
— The back-propagation algorithm is based on gradient descent
— Use chain rule and dynamic programming to efficiently compute gradients
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Training Neural Nets through Gradient Descent

Total training error:

N
E =) loss(o™,y™)
n=1

e Gradient descent algorithm
[k] Assuming the bias isalso
* Initialize all weights and biases {Wl-j } represented as aweight

— Using the extended notation : the bias is also weight

* Do:

— For every layer k for all i, j update:

. kK] dE
Wij = Wi T g
LJ
* Until E has converged
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The derivative

Total training error:

N
E =) loss(o™,y™)
n=1

e Computing the derivative

Total derivative:
N

dE Z loss(o™, y(™)

K]~ [K]
dw; ;" 7= dw ;
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Training by gradient descent

* Initialize all weights {w.[f‘]}

Lj
* Do:
.. o dE
—Foralli,j,k, initialize 77 = 0
dwi,j

—Foralln=1:N

* For every layer k for all i, J:
d loss(o™,y (W)

* Compute

(kK] _ [k] _ 70 _dE
ij = Wij T Ngwl

w

31



Total training error:

N
E =) loss(o™,y™)
n=1

Total derivative:

dE. x/d loss(o™,y™)
[k] [k]
dw; . =1 dw;

e So we must first figure out how to compute the derivative of
divergences of individual training inputs
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Simple chain rule

+z=f(g(x)
*y =g(x)

Z

y Jdz __ 0z Oy
or Oy Ox




Multiple paths chain rule

Jz __ 0Oz Oy1 | 0z 0Oys
Ox ~ Oyi Ox ' Oyz Ox
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How to propagate the gradients backward

“local gradient”
~ 4

Z

oL
0z

gradients

z=f(xy)
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How to propagate the gradients backward

Z

\ “local gradient”
68
oL
% .
D

gradients
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Downstream gradients from upstream ones

/ S
“local gradient”
= &

VA
“Downstream >
gradients oL
0z

“Upstream
gradient”
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add gate: gradient distributor mul gate: "swap multiplier”
3 2
2 w7 53=15 e~ ¢
Opae O
2 2*5=10
copy gate: gradient adder max gate: gradient router
I4 4
v 4 0 ™\ .
4+2=6 7 5 9
2 9 -

This slide has been adopted from Fei-Fei Li & Jiajun Wu & Ruohan Gao, cs231n, Stanford, Fall 2022 3



Returning to our problem

d loss(o,y)

[K]
dWl-’ ]

 How to compute
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Another example

w0 2.00

1
x0 -1.00 1 6_(u’0170+u'1171+w2)
wl -3
x1 -2.00 L -1.00 @ _037 @ 137 4073
w2 -3.00

40



Another example

w0 2.00

1

x0 -1.00 1 e—(uroxo+u,1m1+w2)

wl -3

x1 -2.00 -1.00 @ 037 @ o~

w2 -3.00

f(w):e — é:e f(;z;):E il é:—l/aﬁ
df if

fa(m)—am - e ok fc(m):C+iE - o NP |
dx s



Another example

w0 2.00

1

x0 -1.00 1 + e (wozo+wiz1+ws)

wl -3
x1 -2.00 N e oo @ . ]

w2 -3.00

= " e NICEE - &

fo() =iz 2 j—i—a fld)=c+az - %:1



Another example

w0 2.00

1
X0 - .1 6—(w0;1.'0-|—w1m1+'w2)

(22)(1.00) = —0.5:

wl -3
¥ 0 @ -1.00 @ 037
w2 -3.00
flz) =¢€" — % =8 f(z) = % 5 % — —1/z?
fo() =iz = j—i—a f(z)=c+z - %:1



Another example

w0 2.00

1

x0 -

wl -3

X1

w2 -3.00

flo)—=é&* — % = @ f(z) = % — % = —1/2
- » df

fo(z) = az — o f.(x)=c+x — P 1




Another example

w0 2.00

1

x0 -1.00 1 + 6_(w0$0+w11’1+w2)

(1)(—0.53) = —0.53

w1l -3

x1 -2.00

w2 -3.00

flz)=e = = i flz) =~ - —=-1/z
df df

J.0z) =ne - — =a (r)=c+zx =¥ A =1




Another example

w0 2.00
1
— 1+ 6—(w01.'0-l—w1m1+'w2)
wl -3
0.37
X1 o5 [\
w2 -3.00
£ d o 1 d
P e T
df df
fo() =iz = i f(z)=c+x - = =1
dx dx



Another example

w0 2.00
1
— 1+ 6—(w01.'0-l—w1m1+'w2)
wl -3
0.37
X1 a5 [\
w2 -3.00
W df L 1 df 2
f@)=e - fe| | mo-L " o _
d
fo() =iz = S —a f(z)=c+z - . P



Another example

w0 2.00 1
f('LU.J| :B) —= 1 ¥ 6_(w01,'o+wl$1+w2)

x0 -

(e~1)(—0.53) = —0.20

wl -3

X1

w2 -3.00
= - Tl -l o
dx oz der
5 df B df
foz) = ax = = = fz)=c+=z — P 1



Another example

w0 2.00

1

e —(wozg+wyz1+wy)

™ T
f

Uo/

220 1E
d
f(z) =¢ é = 5 f(z) = %
§ ) = j—i—a F.l2) =613

-0.53




Another example

w0 2.00

1
x0 -1.00 f(w’ :B) 1 + e (wozo+wiz1+ws)
(-1) * (-0.20) = 0.20
w1
-1.00 0.37 1.37

x1 -2.00 020 [P 0s3 @ 0!
w2 -3.00

= — —_— e ' =
flz)=e T e flz) =~ - —=-1/z

. df . df
fo(z) =az — g fz)=¢e+= — @_1




Another example

w0 2.00

|local gradient] x [upstream gradient
1] x[0.2] = 0.2
1] x[0.2] = 0.2 (both inputs!)

x0 -1.00

w1l -3.00

| OU : -1.00 @ 0.37 m#‘;,:}?
)(1 ‘i,l:]'j ',—)l': -(]_20 u _.353 u _0.53

v d > 1 d
Flag—e e é:e f(m):E — éz—l/m2
fo() =iz = j—i—a f(z)=c+z - %:1



Another example

0 2.00
W L.J0JU

1

x0 -1.00 1 4 e~ (wozo+wiz;+ws)

wl -

x1 -2.00

w2 -3.00
f)—e L a Ly,
I} =nr g j_f -




Another example

x1 -2.00

1

f(w, 33) — 1 I e_(-woxo—|~w11-'1+w2)

[local gradient] x [upstream gradient]
x0:[2] x[0.2] = 0.4
wO: [-1] x [0.2] =-0.2

df
%—6
df_
dx a

. @ -1.00 @ 0.37 @ 1.37

020 O/ 053 \' J 0853



Another example: sigmoid

f(w,a) 1 :
BLE) — — - - -
’ 1 + e—(wozo+wiz+ws) o(z) 1 +e= sigmoid function
do(x) g (l—l—e““’—l) ( 1 ) (1 — s{@)ole]
— == | — —olx))olx
_pi —Z —Z
dx (14 e %) 148 =
Computational graph representation
w0 70030 may not be unique. Choose one
where local gradients at each node
x0 -1.00 can be easily expressed!
- sigmoid gate
- 400 N\ 037 0\ 137 /40N 073
xl - @ 0.20 @ 053 Qlj -0.53 @ 1.00
w2 -3.00

0.20
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Another example: sigmoid
1 1

flw,z) = 1+ e—(Wozo+wizstwy) o(x) = 1+e-=| Sigmoid function

== () (=) = a-o@e

w0 2.00
-0.20

x0 -1.00

wl -3.00 sigmoid gate

> @ -1.00 &\ 0.37 /4-—1\ 1.37 @ 0.73 I
x1 -2.00 020 05 \ " 0 YT 100

w2 -3.00 \

020 (0.73) *(1-0.73)=0.2 N




Another example: sigmoid

1 .
Another example:  f(w,z) = GompLitational grapi
1 + e~ (wozo+wizi+ws) representation may not
be unique. Choose one
" Sigmoid 1 where local gradients at
o function o(z) = 11 e2 each node can be easily
expressed!

0.40

wl -3.00

Sigmoid

1.00 @ -1.00 @ 0.37 @ 137 1/ 073
020 | \__/ 020 X753 \T 03 1.00

x1

w2

020 lupstream gradient] x [local gradient]
[1.00] x [(1 - 1/(1+e")) (1/(1+e"))] = 0.2

56



Modularized implementation: forward / backward API

Graph (or Net) object (rough psuedo code)

def

def

Foais

class ComputationalGraph(object):

forward(inputs):

# 1. [pass inputs to input gates...]

# 2. forward the computational graph:

for gate in self.graph.nodes topologically sorted():
gate.forward()

return loss # the final gate in the graph outputs the loss

backward() :

for gate in reversed(self.graph.nodes topologically sorted()):
gate.backward() # little piece of backprop (chain rule applied)

return inputs_gradients
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Modularized implementation: forward / backward API

class MultiplyGate(object):

X def forward(x,y):
Z = X*y
Z e
* = return z
def backward(dz):
# dx = ... #todo
# dy = ... #todo D
return [dx, dy] éiz
(X,y,z are scalars) \
OL

8,‘]: 58



Modularized implementation: forward / backward API

class MultiplyGate(object):

X def forward(x,y):
2: zZ = X*y
self.x = x # must keep these around!
self.y = y
return z
)/ def backward(dz):

dx = self.y * dz # [dz/dx * dL/dz]
dy = self.x * dz # [dz/dy * dL/dz]

(X,y,z are scalars)

return [dx, dy]
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Modularized implementation: forward / backward API

Gate / Node / Function object: Actual PyTorch code

y
(X,y,z are scalars)

class Multiply(torch.autograd.Function):
@staticmethod
def forward(ctx, x, y):

ctx.save_for_backward(x, y) <
& B g B
return z

@staticmethod

Need to cash some
values for use in
backward

Upstream

def backward(ctx, grad_z): <
X, Y = ctx.saved_tensors
grad_x =y x grad_z # dz/dx x dL/dz
grad_y = X x grad_z # dz/dy *x dL/dz
return grad_x, grad_y

gradient

Multiply upstream
and local gradients



<> Code

Tree: 517¢7¢9861 ~

Example: PyTorch operators

[l pytorch / pytorch

Issues 2,286

Pull requests 561

Projects 4

pytorch / aten / src / THNN / generic /

.'; ezyang and facebook-github-bot Canonicalize all includes in PyTorch. (#14849)

AbsCriterion.c

=] BCECriterion.c

ClassNLLCriterion.c

Col2im.c

ELU.c

=] FeatureLPPooling.c

GatedLinearUnit.c

HardTanh.c

=] Im2Col.c

=) IndexLinear.c

LeakyRelLU.c

-] LogSigmoid.c

MSECriterion.c

MultiLabelMarginCriterion.c

=] MultiMarginCriterion.c

RRelLU.c

=] Sigmoid.c

[E) SmoothL1Criterion.c
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% Unstar 26,770 YFork 6,340
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e .

=) SpatialClassNLLCriterion.c

SpatialConvolutionMM.c

=| SpatialDilatedConvolution.c

SpatialDilatedMaxPooling.c

SpatialFractionalMaxPooling.c

=] SpatialFullDilatedConvolution.c

SpatialMaxUnpooling.c
SpatialReflectionPadding.c

SpatialReplicationPadding.c

=| SpatialUpSamplingBilinear.c

SpatialUpSamplingNearest.c

=) THNN.h

=] Tanh.c

TemporalReflectionPadding.c

=| TemporalReplicationPadding.c

TemporalRowConvolution.c
TemporalUpSamplingLinear.c

TemporalUpSamplingNearest.c

VolumetricAdaptiveAveragePoolin...

=] VolumetricAdaptiveMaxPooling.c

=] VolumetricAveragePooling.c

VolumetricConvolutionMM.c
VolumetricDilatedConvolution.c
VolumetricDilatedMaxPooling.c
VolumetricFractionalMaxPooling.c

VolumetricFullDilatedConvolution.c
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Backpropagation: Notation

e al®l — Imput

e output « alll

11— 1 —
@_> + > -»@"
> a[l_l]—> zIU . al'

W )

layer (£ —1) layer (
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Backpropagation: Last layer gradient
[ |

For squared error loss:

1 2
loss = EZ(Oj —Yj )
J

L
Oj = a][ ] dloss [L]
(Qi ‘37)

dloss  0dloss ( [L])
= YA
ozH  aaltl”
j j
dloss
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Activations and their derivatives

rer | 1
TO= e f'@=f@1=f(2)
— }{/, )= tanh@) @) =1-1°@
, 1,z=0
f(Z)={2: S0 f(z)={0'j<0
£(2) = log(1 + exp(2)) f'@ = Tee

e Some popular activation functions andtheir derivatives
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Backpropagation: Gradient of Weights




Backpropagation: Gradient of Weights

dloss B dloss 5Zj[l]

[ 4 Il [1]
awji Ozj 6Wji
_ 0loss _q]
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Previous layers gradients

[1]
M 1 W[l] aZd
[l _ i _[1-1] J!
Zio= L Wi G N e
: d loss
[1-1]
azl.

_11 dll
0 loss B aa[l 1] 0 loss>< 0z !
0z "1 gzt = az][” gal~ Ul
dalll 91
. 11-1] 055 [1]
=1 («7") i Wi
=1 9%
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Previous layers gradients

d loss 0 loss azj[l] 8 loss| 1]
U _ y
L] [1] [ ] (%i
ow; 0z 0wy | 0z
= 5[” Xa[l_l]
j
51'[[] - aalo[fls is the sensitivity of the loss to zj”]

y)
Sensitivity vectors can be obtained by running a backward process in the
network architecture (hence the name backpropagation.)

We will compute &Y from &Y

[l
1] _ o (1) N gt 1
o = £ (A7) D 6w
=
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Backward process on sensitivity vectors

* For the final layer [ = L:
1] _ 0 loss

o —
J [L]
(?Zj

[1-1] |

« Compute & from &.°). by running a backward process in the

network architecture:
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Backpropagation Algorithm

* Initialize all weights to small random numbers.
* While not satisfied

* For each training example do:

1. Feed forward the training example to the network and compute the outputs of all units in
forward step (z and a) and the loss

2. For each unit find its 6 in the backward step

3. Update each network weight Wj[l-l] as Wj[il] < Wj[l-l] -7 aai::[sl]s where % = 6j[l]><al[
ji Jji

1—1]

70



Vector formulation

* For layered networks it is generally simpler to think of the process in
terms of vector operations

— Simpler arithmetic
— Fast matrix libraries make operations much faster

* \We can restate the entire Process In vector terms
— This is what is actually used in any real system
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The Jacobian

* The derivative of a vector function w.r.t. vector input is called a Jacobian

* It is the matrix of partial derivatives given below

(V1 ] (X1 ] 0y, 0y, Oym’
Y2 . X2 axl axl ax]_
| =7

0 dy; 0y 0Ym

y X y e —

- T . a — axz axZ axz

Using vector notation -

_ dy: 0y, 0Ym

y = f(x) S
_ﬁxd 6xd axd_
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Vector derivatives

Scalar to Scalar
reRyelR

Regular derivative:

dy
— R
8:1:6

If x changes by a
small amount, how
much will y change?

Oy vy dy
N [Z2] =
- €R (0.’[‘) w  OTn

Vector to Scalar
reRY yeR

Derivative is Gradient:

For each element of x,
if it changes by a small
amount then how much
will y change?

Vector to Vector
reRYN yeRM

Derivative is Jacobian:

(‘)y Nx M (7_0 _ 3’3/-,;1,
B = R ’ 81‘ n,m 01‘”

For each element of x, if it
changes by a small amount
then how much will each
element of y change?
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Matrix calculus

dy [0y y 1"
Scalar-by-Vector 9z lox, 9%,
0y Oym
0x1 axl
* Vector-by-Vector 0y _ : :
0x % aym
| 0x 0x,, .
o Ty -
d0A d0A
* Scalar-by-Matrix o9 _ |7 L
0A 3y 9y
9 A 0 A,
* Vector-by-Matrix dy 0z 0y

6AU - GAU 0z 74



Examples of derivatives

zZ=Wx

75



Vector derivatives: Chain rule

 We can define a chain rule for Jacobians
* For vector functions of vector inputs:

y = f(9X) oy _ e
@ dx 0x0z
z=g(x) | 5
Ay=a—yAz
y = f(z) 0z
_9y, _9zdy  _ 0Oy
Ay = 6ZAZ - Ox c’)zAX B axAX

Note the order: The derivative of the inner function comes first 76



Backprop with Vectors

Loss L still a scalar!

“local

\ gradients”

< 220z f 2
z 95

/ @

0z

9z 0L ; -
— Upstream gradient
Y For each element of z, how

much does it influence L?




Examples of derivatives

z=Wx zZi = 2 Wijx;

oL !

0z 0z
oL oz =10 = 0 x5 0 - 0]
- _2Z i
agll/, ow i-th element
Rl &
ow ~ 0% oL

-_— = 5ix]'

OWU-
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Backpropagation shape rule

* When you take gradients against a scalar, the gradient at each
intermediate step has shape of denominator

X eER™" < oL € R™M™*7"
ow
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Dimension balancing

OLoss

7 =XW m X w| oy =0
W n X 1 0Loss

| | o =X'6
X [m X n] 0Loss _sT

0X
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Jacobians can describe derivatives of activations w.r.t their input

Z “a _2—2 0 0
—- % o fi—czlj 0
_. 0 0 Z.C.lm
@ I Zm .
-

* For Scalar activations

— Number of outputs is identical to the number of inputs

 Jacobian is a diagonal matrix
— Diagonal entries are individual derivatives of outputs w.r.t inputs

— Not showing the superscript “[k]” in equations for brevity 81



Activation function: sigmoid

Z “a a; = f(z;)
“ ) f'(z4) 0 - 0
a 4
- 7 O Sl 0
—O

* For scalar activations (shorthand notation):

0 0 flzm.

— Jacobian is a diagonal matrix

— Diagonal entries are individual derivatives of outputs w.r.t inputs 82



Activation function: sigmoid

Z "a a; = 0(z;)
" 0(z)(1—0(z1)) 0

oa 0 0(z)(1—0(zy)) - 0

6 0 O'(Zm)(lu; J(Zm))_

* For scalar activations (shorthand notation):
— Jacobian is a diagonal matrix

— Diagonal entries are individual derivatives of outputs w.r.t inputs 83



Activation function: ReLU

‘ -a a; = max(z;,0)
—- (2, > 0) 0 0

da 0 I(zy >0) - 0

_, =
0 0 o I(zy > 0)]

e

* For scalar activations (shorthand notation):

— Jacobian is a diagonal matrix

— Diagonal entries are individual derivatives of outputs w.r.t inputs 84



4D input x:

[ 1]
(-2 |
3

4D dL/dx:

O O1r 0O b

1]

f(x) = max(0,x)

(elementwise)

1

-1 0]
[ 3
0 ]

dz/dx] [dL/dz]
(1000][4 ]
(0000][-1°
(0010][5 |
(0000]1[9

4D dL/d

4

S5 |

1]

9

Activation function: ReLU example

4D output z:

Z.

Upstream

gradient
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For Vector activations

3'_> azl 021 021
1
B a da; da, da,

5y |97z 0z, 0z,

.
LRCROA
»
2

i da, 0Ja, doa,,

o ‘_> 0z, 0z, 0z, .

e Jacobian is a full matrix
— Entries are partial derivatives of individual outputs w.r.t individual inputs
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Special case: Affine functions

ozl
9all—1]

* Matrix W and bias b operating on vector al'~!l to produce vector z!!

p— W[l]T
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A vectorized example: f(a:, W) = ||W . LUHQ

U

G R‘n e Rnx'n



A vectorized example: f(x, W) — ||W - $H2

W
X




A vectorized example: f(x, W) = ||W - 113H2

0.1 0.5
—-0.3 0.8
0.2
0.4
q=Wx

f(@ =llqll* =q"q
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A vectorized example: f(z, W) = ||[W - z||* = > (W -

1=1
0.1 0.5
~0.3 0.8 - q
[ 0.22 } f
0.26
0.116
0.2 % .2 }—
0.4 1.00
X of
T
q=Wx

f(@ =llqll* =q"q
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A vectorized example: f(z, W) = ||W

0.1 0.5
—0.3 0.8

fl@)=llqll* =q"q = g7 + -

q
C0.22 ] f
0.26
b | 0.116
% — [L.2 }—
0.44 1.00
| 0.52 of
of FY;
3q =2 7
o
5&% = 2q;
+ gin of
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A vectorized example: f(z, W) = ||W - z||* = >, (W - z)7

0.1 0.5
0.3 0.8 qg=Wx
W _ _
0.22
0.26
I ! 0.116
0.2 % 1.2 =
0.4 0.44 1.00
X 0.52
o
aq Jdof o0qodf _0q
Wiiz1 + -+ Winmn W‘W@‘ZW"

Wn 121 + -+ 'l'Wn,nmn /
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A vectorized example: f(z, W) = ||[W - z||* = > (W -

0.1 0.5 ]
—-0.3 0.8

0.088 0.176
0.104 0.208

0.2 ]
0.4

Always check:.The gradient with

\\

2=1

q=Wx

F 0.9
- 0.26 |

respect to a variable should have the

same shape as the Variable

(0.4 ]
| 0.52 |

@ 0.116
1.00

i-th element

=0 -~ 0 x 0

of  oq of
an]_an]aq

= 2q;X;
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A vectorized example: f(z, W) = ||[W - z||* =Y. (W -
{ 0.1 05 } '
—0.3 0.8 =W
W =
0.22
0.26
! ! 0.116
0.2 VR I L2 }—
0.4 0.44 1.00
X .52
Sl
3q of dqof _
Witz + -+ Winon \ oW  oWwaq 2qx
Wn,lml + e T Wn,nwn /
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A vectorized example: f(z, W) = ||W - z||* = >, (W - z)7

[ 0.1 0.5 |
—0.3 0.8 =W L T
- W _q x V,Bf — 2W (g
[ 0.088 0.176 0.29
0.104 0.208 0.26
- 5 g 0.116
02 * —> - L2 >
0.4 0.44 1.00
—0112 1 % | 052 | Qg W
0.636 ) 8337, T k,i
Wiizi+ -+ Winzn of 9f dai
Wn,lxl i an,'nxn / 22 W
= e VVk,i
f@=ldP*=¢+ -+ -
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Output as a composite function

al!l = output

— f W[L]a[l'_l])
WLl F (£ glL-2))

—f (W[L] f (W[L—l] . f (W[Z] F(wi x))))

For convenience, we use the same activation functions for all layers.

However, output layer neurons most commonly do not need
activation function (they show class scores or real-valued targets.)

97



Backward-pass vector

. h 0 Loss
Assume we have ——m
, 9Loss _ dalll 3 Loss
ozILl — 9zILl 9alll
d Loss __ ozl 4 Loss __ 0 Loss
“ oWl T oWl ozl oM

d Loss dall=1 o5zl 5 Loss
azll-11 — gzll-1] gqll-11 HzlI]

[1-117

aa[l—l]

~ 9zll-1]

al’l = output =9

£ A
OO a7
2
b\“w
&,
al!
1 — wlllgli-1] 0
" JEY
Z T
_ will
[T 9 Loss G ()
ozl x
/ l
f (Zi]) 0 0
oal _| o (2 0
ozl
0 0 f' ()
8




Backward-pass vector

alll = output =9

0 Loss L]
e Assume we have “
dalL] F) 2
, 9Loss _ da'll 9 Loss (% gt
LT L L :
o0zlL] 0z Ll 9alLl

[1-1]
4;
0 Loss ozl 9 Loss __ 0 Loss Bz‘-[ﬂ/

0~ S0 200 — A0 A0 1 = wltlalt-1]
6Wij OWij 0z 0z al//Vij z a
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[L]

Find and save &

* Called error, computed recursively in backward manner

 For the final layer [ = L:
1] 0 Loss
- 5z
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[1]

[—1
Compute s from &
st = % is the sensitivity of the output to z!!

Sensitivity vectors can be obtained by running a backward process in the
network architecture (hence the name backpropagation.)

6[1_1] — W[l]Tfl(a[l—l])a[l]
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Mini-batch SGD

* Loop:
1. Sample a batch of data
2. Forward prop it through the graph (network), get loss
3. Backprop to calculate the gradients
4. Update the parameters using the gradient
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Summary

* Neural nets may be very large: impractical to write down gradient formula by
hand for all parameters

* Backpropagation = recursive application of the chain rule along a computational
graph to compute the gradients of all inputs/parameters/intermediates +
Dynamic Programming

* Implementations maintain a graph structure, where the nodes implement the
forward() / backward() API

— forward: compute result of an operation and save any intermediates needed for gradient
computation in memory

— backward: apply the chain rule to compute the gradient of the loss function with respect to
the inputs
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Converting error derivatives into a learning procedure

* The backpropagation algorithm is an efficient way of computing the
gradient of the error function w.r.t. weights and biases.

* There are many other decisions to be made to have a learning
procedure from these derivatives:

— Convergence or optimization issues: How do we use the error derivatives?
— Generalization issues: How can we improve its decisions on unseen data?
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Resources

* Deep Learning Book, Chapter 6.

* Please see the following note:
— http://cs231n.stanford.edu/handouts/derivatives.pdf
— http://cs231n.stanford.edu/handouts/linear-backprop.pdf
— http://cs231n.github.io/optimization-2/
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